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RESUMO

Este artigo compara três maneiras de medir o teor da comunicação do FOMC: um índice
construído a partir de dicionário e dois classificadores de linguagem: BERT e FinBERT. Cada
medida é ortogonalizada em relação à surpresa de juros e usada como variável explicativa para
variações intradiárias dos juros dos títulos do Tesouro americano e dos preços das ações no
entorno dos anúncios do comitê, por meio de projeções locais e de regressões de encompassing
entre pares. A resposta varia conforme a classe de ativos. Nos juros de dois anos, o índice de
dicionário carrega informação que não é capturada pelo BERT. No S&P 500 ocorre o oposto,
com o choque derivado do BERT capturando a maior parte do efeito esperado. Não há, portanto,
método uniformemente superior: a escolha do modelo de análise textual não é neutra e altera as
conclusões empíricas sobre a comunicação do FOMC.

PALAVRAS-CHAVE: Comunicação de banco central, Choque monetário textual, Identificação
de alta frequência.



ABSTRACT

This paper compares alternative measures of FOMC communication based on a dictionary
index, a fine-tuned BERT classifier, and a fine-tuned FinBERT classifier. Each measure is
orthogonalized with respect to a conventional rate surprise and related to intraday movements in
U.S. Treasury yields and equity prices around FOMC announcements using local projections
and pairwise encompassing regressions. The results show that the relative performance of
the methods depends on the asset class. For the 2-year Treasury yield, the dictionary-based
shock contains information not captured by generic BERT. For the S&P 500, by contrast, the
BERT-based shock encompasses both the dictionary and FinBERT measures across the horizons
considered. Overall, the findings suggest that the choice of textual methodology matters for
empirical conclusions about FOMC communication, and that no single approach uniformly
dominates across asset classes.

KEYWORDS: Central bank communication; text-based monetary shocks; high-frequency
identification.
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1 Introduction

Monetary policy communication has become a central instrument of modern central
banking. In contemporary frameworks, asset prices respond not only to the policy decision
itself but also to how policymakers describe the state of the economy, characterize risks, and
signal the future direction of policy. The words in a central bank statement can therefore be
as consequential as the rate decision they accompany. This has motivated a large and growing
literature on measuring the informational content of FOMC communication, but a fundamental
question has received less attention: do richer, context-sensitive representations of central bank
text capture more market-relevant information than simpler rule-based approaches? This paper
offers a direct empirical comparison.

We study FOMC post-meeting statements from 2013 to 2025 using two complementary
approaches. The first is a dictionary-based hawkishness index constructed from pre-specified
sets of directional terms and modifiers, adapting the logic of Tadle (2022) to our statement
sample. The second is a weakly supervised machine-learning pipeline in which sentence-level
labels are generated automatically from rule-based phrase anchors and then used to fine-tune
two transformer-based language models: BERT (Devlin et al., 2019) and FinBERT (Araci,
2019). Each measure is aggregated to the meeting level, orthogonalized with respect to a
conventional rate surprise, and related to minute-by-minute changes in U.S. Treasury yields
and equity prices around FOMC announcement windows. Financial-market reactions serve
as the common evaluating criterion, making the comparison across methods both unified and
economically grounded.

The measurement of central bank communication has evolved considerably over the past
two decades. Early contributions relied on dictionary-based methods that assign directional
scores to text based on pre-specified word lists (Lucca and Trebbi, 2009; Apel and Blix Grimaldi,
2012; Carvalho et al., 2016; Tadle, 2022). These approaches are transparent and interpretable,
but are limited by their dependence on fixed vocabulary and their inability to capture meaning
that depends on context. A parallel literature has studied how FOMC announcements move asset
prices in narrow event windows, establishing that the informational content of the statement
goes beyond the mechanical rate decision (Kuttner, 2001; Gürkaynak et al., 2005; Jarociński and
Karadi, 2020; Gardner et al., 2022). More recently, transformer-based language models have
been applied to central bank text. BERT-based classifiers fine-tuned on expert-labeled FOMC
sentences achieve high accuracy in stance classification (Gambacorta et al., 2024), GPT-based
models have been shown to replicate expert coding of Fedspeak (Hansen and Kazinnik, 2024),
and text-based monetary shocks derived from neural language representations have been used
to study the real effects of Fed communication (Handlan, 2025). What remains less explored
is whether the added semantic richness of transformer-based models translates into stronger
explanatory power for financial-market outcomes, relative to simpler dictionary benchmarks.
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This paper examines that question directly.
The main methodological contribution is a systematic comparison of the three textual

measures within the same high-frequency local-projection framework (Jordà, 2005), entering
competing residualized shocks jointly to test whether each measure contains incremental infor-
mation for explaining intraday asset-price responses beyond what the others already capture.
On the measurement side, the paper introduces a weakly supervised pipeline that generates
training labels automatically from directional phrase anchors, enabling fine-tuning of BERT
and FinBERT on the full statement corpus without manual annotation, an alternative to the
expert-labeled datasets that several existing transformer-based classifiers rely on (Gambacorta
et al., 2024). Empirically, the results show that no single method uniformly dominates: the
dictionary-based measure outperforms transformer-based alternatives in explaining 2-year Tre-
asury yield responses, while generic BERT dominates for the S&P 500. This asset-specific
reversal is the central finding of the paper, suggesting that the three measures encode genuinely
different dimensions of FOMC communication, and that the appropriate textual tool depends on
which market outcome the researcher aims to explain.

The remainder of the paper is organized as follows. Section 2 describes the data. Section 3
presents the methodology. Section 4 reports the main empirical results. Section 5 examines
robustness to regime-specific corrections. Section 6 concludes.



2 Data

2.1 FOMC Statements

The text corpus consists of FOMC post-meeting statements collected over the sample
period from 2013 to 2025. We exclude the emergency inter-meeting rate cut of March 23, 2020,
which was not a regularly scheduled meeting. We focus on post-meeting statements because they
are the earliest and most standardized official summary of the Committee’s policy decision and
economic assessment. Released immediately after each meeting, the statement communicates
the policy decision, places it in the context of the Committee’s reading of incoming data and the
economic outlook, and records the vote. The Federal Reserve itself describes the post-meeting
statement as a key part of its monetary policy communications (Board of Governors of the
Federal Reserve System, 2024).

This focus is also justified by the institutional structure of the FOMC process. Before each
regularly scheduled meeting, Federal Reserve staff prepare detailed briefing materials containing
analysis of current economic and financial conditions, forecasts, and policy alternatives. The
statement can therefore be viewed as a compressed public summary of a much richer internal
deliberation, informed by staff analysis and policymakers’ discussion of the appropriate policy
stance. In this sense, it captures not only the policy decision itself, but also the Committee’s
contemporaneous interpretation of inflation, labor-market conditions, growth, and risks.

Each statement is converted into a machine-readable text file, cleaned to remove format-
ting artifacts, and segmented into sentences. The sentence is the basic unit of textual classification
because a single statement often combines multiple forms of communication, including policy
guidance, macroeconomic assessment, and risk language. For each sentence, the dataset records
the statement date and its position within the document, producing a dated sentence-level panel
that can later be classified and aggregated back to the meeting level.

2.2 Financial Variables

The empirical analysis combines the text-based measures with a set of high-frequency
financial variables observed around FOMC statement releases. These variables are chosen to
capture the realized policy decision, market expectations for the next meeting, repricing at the
front end of the yield curve, revisions to the expected path of policy, and the broader market
response to monetary policy communication.

First, we include the federal funds target as the realized policy decision. This series is
obtained from FRED and provides an official measure of the policy action announced at each
meeting.

Second, we use the overnight indexed swap rate referencing the federal funds rate at the
next meeting (USSOFED1, from Bloomberg) as a market-based proxy for expected policy at
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the next meeting. The standard instrument for this purpose in the high-frequency monetary
policy literature is the current-month federal funds futures contract, following Kuttner (2001)
and Gürkaynak et al. (2005). We use USSOFED1 instead because OIS contracts reference the
compounded overnight rate directly and do not require the day-count timing correction needed
when the meeting does not fall at the end of the contract month.

Third, we use intraday changes in the 1-month, 3-month, and 2-year U.S. Treasury yields.
Short maturities are the natural place to study monetary policy communication because they are
most sensitive to changes in expected short rates. The 1-month and 3-month yields capture the
immediate repricing of near-term policy expectations, while the 2-year yield captures revisions
to the expected path of policy beyond the next meeting (Gürkaynak et al., 2005; Jarociński and
Karadi, 2020).

Finally, we include the S&P 500 as a broad market-based asset-price response. Equity
prices are useful because they reflect not only discount-rate news but also changes in expected
economic activity, profits, and risk premia. In the high-frequency monetary policy literature,
the joint response of rates and equities is especially informative for distinguishing conventional
policy shocks from central bank information shocks (Bernanke and Kuttner, 2005; Jarociński
and Karadi, 2020).

Taken together, these variables provide a compact view of how markets respond to
FOMC communication. The target captures the realized decision, USSOFED1 captures near-
term expectations, Treasury yields capture repricing along the front end, and the S&P 500
captures the broader market interpretation of the announcement.



3 Methodology

3.1 Institutional Setting and Identification

FOMC statements are a central component of the Federal Reserve’s communication
toolkit. Released immediately after each meeting at a precise and publicly known time, they
summarize the policy decision and the Committee’s assessment of current economic conditions
and risks. Relative to other communication devices—such as minutes, press conferences, or
individual speeches—the statement is especially well suited for high-frequency event-study
analysis because it is the first committee-level textual signal received by markets at a precise and
publicly known time (Jefferson, 2024; Gürkaynak et al., 2005). If monetary policy communica-
tion contains information beyond the mechanical rate decision, the post-meeting statement is the
most immediate and coherent place where that information should appear.

Our identifying assumption follows the high-frequency monetary policy literature: within
a narrow announcement window, asset-price changes primarily reflect the information released by
the FOMC (Kuttner, 2001; Gürkaynak et al., 2005). Under this assumption, intraday responses
of short-term interest rates and equity prices can be interpreted as reactions to central-bank
communication shocks. This framework is particularly useful in our setting because FOMC state-
ments may reveal not only the current policy stance but also information about the Committee’s
economic outlook, a distinction emphasized by Jarociński and Karadi (2020).

3.2 Text Corpus Construction

The first step is to build a standardized corpus of statements. After collecting the
documents, the text is cleaned to remove formatting artifacts and converted into a consistent
plain-text representation. Each statement is then segmented into sentences.

Sentence-level segmentation is central to the project because a single statement often
contains multiple dimensions of information. A given document may simultaneously discuss
inflation, labor markets, growth, risks, and the policy stance. Treating the sentence as the unit
of analysis therefore allows the methodology to distinguish between these components more
precisely than document-level classification.

The final text sample covers meetings from 2013 to 2025. The dictionary-based index and
the high-frequency financial data are restricted to this window due to data availability. The BERT
and FinBERT classifiers, however, are applied to the full corpus of FOMC statements since 2009
for the purpose of model training: expanding the training window provides additional weakly
labeled sentences and improves the stability of fine-tuning. After preprocessing, sentence-level
classifications are linked to the meeting date and aggregated into meeting-level indices. To
ensure comparability across methods, the empirical analysis retains the intersection of meetings
for which the dictionary, BERT, and FinBERT-based measures are all available. The text data
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are then aligned with the statement-release event used in the high-frequency analysis.

3.3 Dictionary-Based Textual Measure

Our first textual measure is a dictionary-based hawkishness index constructed from the
text of statements. The approach is closely related to the dictionary method in Tadle (2022), but
adapted to our statement sample and to our own set of keywords and polarized terms. The goal is
to obtain a transparent rule-based measure of the overall monetary-policy tone of each statement.

The method relies on two sets of terms. First, we define a set of topic keywords that
identify sentences containing monetary-policy relevant content, such as inflation, labor-market
conditions, growth, and other macro-financial concepts that tend to appear in communication.
These keywords fall into two categories based on the economic interpretation of the scoring rule.
The larger category, macro-economic topic keywords, contains broad terms related to output,
prices, labor, and financial conditions; for these sentences, a positive modifier balance indicates
a hawkish signal and a negative balance indicates a dovish one. The smaller category, inherently

dovish topic keywords, contains terms such as recession and unemployment, whose topics are
structurally associated with accommodative policy; for these sentences the modifier logic is
reversed.1 Second, we define a set of polarized modifiers, classified as positive or negative. The
economic meaning of a sentence depends on the interaction between these two components. This
logic follows the scoring structure proposed by Tadle (2022).

The text is processed at the sentence level. Each statement is first cleaned and split into
sentences, after which punctuation and capitalization are removed. Sentences that do not contain
any directional keyword are excluded from the scoring stage, since they do not provide direct
information about the hawkish or dovish tone of the statement. For each remaining sentence, we
count the number of positive and negative modifiers and assign a sentence score based on the
type of keyword present and on whether positive terms outnumber negative ones, or vice versa.
Following Tadle (2022), we also account for negation by reversing the polarity of a modifier
when it appears sufficiently close to a negation term.

Let d index statements and let nd denote the number of sentences in statement d that
contain at least one directional keyword. If score(sentd,s) ∈ {−1, 0, 1} denotes the score
assigned to sentence s in document d, the statement-level index is defined as

Indexd = 100× 1

nd

nd∑
s=1

score(sentd,s). (3.1)

This normalization accounts for variation in statement length and ensures that the index
reflects the average tone of the relevant sentences rather than the absolute number of hawkish or
dovish words. Higher values indicate a more hawkish statement, while lower values indicate a
1 Neither keyword list is directional in isolation: direction always emerges from the interaction between

the keyword category and the modifier balance. Because the macro-economic topic list is substantially
larger, the index is in practice driven primarily by the modifier balance on macro-topic sentences.
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more dovish one. The main advantage of this approach is interpretability: because the index is
based on explicit lexical rules, it is straightforward to trace how particular words and expressions
contribute to the final score. At the same time, like other dictionary methods, it may miss
semantic nuance when similar meanings are conveyed through different wording.

The complete term lists and sentence-scoring rules used in the construction of the
dictionary-based index are reported in Appendix A.1.

3.4 Weakly Supervised Text Classification

A central objective of this paper is to compare alternative text-based methods for mea-
suring the informational content of statements. In addition to the dictionary-based approach,
we therefore construct sentence-level classifications using a weakly supervised language-model
pipeline. The purpose of this method is to evaluate whether modern transformer-based models
are able to extract market-relevant monetary-policy language more effectively than a rule-based
dictionary.

The pipeline begins with the construction of weak labels at the sentence level. Each
statement is cleaned and segmented into sentences. We then apply a set of hawkish and dovish
phrase anchors to each sentence and compute separate directional scores. Based on the relative
strength of these scores, each sentence is assigned one of three preliminary labels: hawkish,
dovish, or neutral. Sentences containing recurring boilerplate language are excluded from this
step, and a policy-related gating rule is used so that softer directional expressions contribute to
the score only when the sentence contains policy-relevant content. To reduce repetition from
highly similar templates across statements, the number of retained sentences per template is also
capped within each weak-label class.

These preliminary labels are not hand-coded ground truth. Rather, they are used as a
first-pass supervision device to train a more flexible statistical classifier. Because the raw corpus
is heavily dominated by neutral sentences, the weakly labeled sample is rebalanced before
training by downsampling the neutral class. The sample is then split into training, validation, and
test sets, preferably along a temporal dimension, so that model evaluation is based on statements
from periods not used in estimation.

We fine-tune two transformer-based language models on this weakly labeled sample.
The first is BERT, introduced by Devlin et al. (2019), which is a bidirectional transformer
model pre-trained on very large text corpora. In simple terms, BERT learns contextual word
representations by conditioning on the full surrounding context simultaneously, which allows
it to capture meaning that depends on sentence structure rather than on the word in isolation.
The second is FinBERT, proposed by Araci (2019), which adapts the BERT architecture to
financial language. Because central-bank communication uses a specialized vocabulary related
to inflation, policy, labor markets, and financial conditions, FinBERT may be better suited than
generic BERT to capture the meaning of text.

Recent work has increasingly applied transformer-based language models to central-
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bank communication. Particularly close in spirit to our approach, Gambacorta et al. (2024)
study sentence-level monetary-policy stance classification in statements using domain-specific
central-bank language models. Our approach is similar in that it also treats communication
as a sentence-level hawkish, dovish, or neutral classification problem. The main difference
is that our objective is not primarily to improve classification accuracy itself, but to compare
whether dictionary-based and transformer-based text measures differ in their ability to explain
high-frequency financial-market responses around announcements.

In both cases, the model is trained as a three-class sentence classifier over the labels
dovish, neutral, and hawkish. Training proceeds over a small number of epochs, where an epoch
means one complete pass of the model through the full training sample. After each epoch, model
performance is evaluated on the validation set. We select the preferred version of the model
using the macro F1 score, which is a classification metric that combines precision and recall and
gives equal importance to each class. This metric is particularly useful in our setting because the
data are unbalanced: a model that simply predicts the dominant neutral class may have high raw
accuracy, but would perform poorly at identifying the hawkish and dovish language that is most
relevant for the analysis.

Once training is complete, the fitted BERT and FinBERT models are applied to the
full sentence-level corpus of statements. For each sentence, the classifier returns predicted
probabilities of belonging to the hawkish, neutral, and dovish classes. These sentence-level
predictions constitute the output and provide the building blocks for the meeting-level index
constructed in the next subsection.

This weakly supervised approach has two advantages for the purposes of the paper. First,
it makes it possible to classify the full corpus without requiring costly manual annotation of
every sentence. Second, because the final classifier is trained on contextual representations rather
than on fixed word counts alone, it can identify semantically similar expressions even when they
do not use the exact same vocabulary. This feature is particularly valuable in statements, where
similar policy meanings are often conveyed through evolving language over time.

3.5 From Sentence Classification to a Meeting-Level Stance Index

The transformer-based classification stage produces sentence-level predicted probabilities
for the three classes hawkish, dovish, and neutral. The next step is to aggregate these predictions
into a single meeting-level measure that summarizes the overall monetary-policy stance conveyed
by each statement.

This aggregation is related to the broader literature that constructs hawkish–dovish
measures from central-bank communication. Earlier work has proposed automated semantic-
orientation measures for statements and related communication (Lucca and Trebbi, 2009;
Carvalho et al., 2016; Apel and Blix Grimaldi, 2012), while more recent contributions have
emphasized that central-bank text contains structured information that can be transformed into
economically meaningful indices (Hansen et al., 2018; Shapiro and Wilson, 2022; Banerjee et al.,
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2025). Our implementation differs from these approaches in that the index is built directly from
sentence-level class probabilities rather than from word counts or semantic-orientation scores.

Let pHs,t, p
D
s,t, and pNs,t denote the predicted probabilities that sentence s in meeting t is

hawkish, dovish, or neutral, respectively. We first define the sentence-level directional balance as

hds,t = pHs,t − pDs,t, (3.2)

which is positive when the sentence is classified as more hawkish than dovish and negative in the
opposite case.

Our preferred meeting-level measure is a weighted hawkish–dovish stance index, deno-
ted by Indexw

t , where the superscript w indicates that sentence-level directional balances are
weighted by the estimated degree of non-neutrality. Formally,

Indexw
t =

∑Nt

s=1(1− pNs,t)
(
pHs,t − pDs,t

)∑Nt

s=1(1− pNs,t)
, (3.3)

where Nt is the number of sentences in statement t.
This weighting scheme gives greater influence to sentences that the classifier identifies as

clearly directional and less influence to sentences that are largely neutral. In this sense, the index
is designed to capture the informative monetary-policy stance of the statement while limiting
dilution from neutral or boilerplate language. Higher values indicate a more hawkish statement,
while lower values indicate a more dovish statement. This weighted measure is the baseline
transformer-based index used throughout the empirical analysis.

3.6 Residualized Text Shocks

announcements convey more than one type of information at the same time. In addition
to the policy decision itself, the post-meeting statement also communicates the Committee’s
assessment of current economic conditions, risks, and the likely direction of future policy. Earlier
work has shown that policy announcements and statements can move asset prices not only
through the current target decision, but also through information about the expected policy path
and the broader outlook (Gürkaynak et al., 2005; Jarociński and Karadi, 2020). More recent
work has also emphasized that the wording and tone of central-bank communication contain
information that affects financial markets over and above the mechanical policy action (Gardner
et al., 2022; Handlan, 2025). For this reason, a meeting-level text index may partly reflect the
same information already embedded in a conventional target surprise measure.

Since the objective of the empirical analysis is to compare text-based methods in capturing
the communication component of the announcement, we focus on the part of each text index
that is distinct from standard policy-rate news. Our benchmark measure of conventional policy
surprise is constructed as the difference between the midpoint of the federal funds target range
announced at meeting t and the market expectation for the next meeting observed on the
previous day. Let Targetmid

t denote the midpoint of the target range and let Expt−1 denote the
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corresponding lagged market expectation. We define

RateSurpriset = Targetmid
t − Expt−1. (3.4)

In the data, Targetmid
t is computed from the upper and lower bounds of the federal funds target

range, while Expt−1 is proxied by the previous day’s USSOFED1 observation.
For each meeting-level text index Indext, we remove its linear association with this

benchmark surprise by estimating

z(Indext) = α+ β RateSurpriset + ut, (3.5)

where z(·) denotes standardization to mean zero and unit variance. The residualized text shock
is then defined as

TextShockt = z(ût). (3.6)

This transformation should be interpreted as a way of focusing on the incremental commu-
nication content of the statement, rather than as a claim that the raw index is uninformative. The
resulting shock captures the component of statement tone that is orthogonal to the conventional
target surprise and is therefore better suited to measure the non-mechanical textual part of the
announcement. Standardizing the residuals also makes the coefficients directly comparable
across alternative text-construction methods, since each local-projection coefficient can then be
interpreted as the response to a one-standard-deviation text shock.

This design is related to the broader literature that separates conventional monetary policy
surprises from additional information conveyed by central-bank communication. In particular,
Gardner et al. (2022) study the role of statement tone jointly with target surprises in a high-
frequency setting, while Handlan (2025) constructs text-based monetary shocks from FOMC
wording using machine-learning methods. Our approach differs in that we first orthogonalize
the meeting-level text index with respect to the benchmark target surprise and then use the
orthogonalized text component in the local projections. This construction implicitly assumes
that the linear relationship between the textual index and the rate surprise is stable over the
sample. Given that our period spans regimes as different as the post-GFC zero lower bound and
the 2022–2025 tightening cycle, this assumption may not hold uniformly. Section 5.1 examines
robustness to regime-specific orthogonalization and shows that the main results are qualitatively
unchanged across specifications.

3.7 Local Projections, Inference, and Comparison Across Text Measures

The empirical analysis relates meeting-level text shocks to high-frequency financial-
market responses using local projections (Jordà, 2005). For each meeting, we construct
minute-by-minute changes in the financial variable of interest relative to the pre-announcement
benchmark and trace their response over horizons following the statement release.

Formally, for each horizon h, we estimate

∆yt,h = αh + βh TextShockt + γhRateSurpriset + εt,h, (3.7)
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where ∆yt,h denotes the cumulative change in the financial variable from the release time to
horizon h for meeting t, TextShockt is the residualized text shock defined in Section 3.6, and
RateSurpriset is the conventional policy surprise measure.

Including RateSurpriset as a control is important for interpretation. Although the text
shock is first orthogonalized with respect to the conventional surprise, the policy decision itself
still has a direct effect on financial prices around the announcement window. Conditioning
on RateSurpriset therefore ensures that the coefficient on TextShockt captures the market
response to the communication component of the announcement, rather than residual variation
associated with the direct effect of the target decision on asset prices. In this sense, orthogonali-
zation and controlling for the conventional surprise play complementary roles: the former purges
the text regressor of its linear overlap with standard target news, while the latter holds fixed the
direct price effect of that target news in the local projections.

The model is estimated separately for each horizon, producing a sequence of coefficients
that can be interpreted as a local-projection response path. This framework is well suited to our
setting because it is flexible, easy to implement, and robust to dynamic misspecification relative
to fully parametric alternatives (Jordà, 2005).

We apply the same specification to the 1-month, 3-month, and 2-year Treasury yields, as
well as to the . This makes it possible to compare how alternative text-based measures map into
both interest-rate and equity-price dynamics. Inference is conducted using bootstrap methods
clustered at the meeting level, which accounts for the fact that minute-by-minute observations
within a given event are not independent.

To compare the explanatory content of alternative text measures, we estimate pairwise
horse-race local projections in which two competing residualized text shocks are included jointly
in the same specification. This comparison is discussed in detail in Section 4.5.



4 Main Results

4.1 Text Indices and Descriptive Patterns

Figure 1 plots the standardized dictionary, BERT, and FinBERT indices over time.
Standardizing the three measures places them on a common scale and allows the comparison to
focus on relative fluctuations across FOMC meetings rather than differences in raw units.
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Figura 1 – Standardized dictionary, BERT, and FinBERT indices

Notes: The figure reports standardized versions of the dictionary, BERT, and FinBERT indices.
Standardization centers each series at zero and scales it by its standard deviation, so the comparison
highlights relative movements rather than level differences.

The figure reveals a clear common component across the three measures. In several
episodes, the indices move in the same broad direction, suggesting that all three approaches
capture an underlying dimension of FOMC communication related to the policy tone of the
statement. This common movement is economically meaningful, since it broadly matches major
phases of the recent monetary policy cycle.

In the early 2010s, while the U.S. economy was still recovering only gradually from
the Global Financial Crisis, the three indices generally point to a more dovish communication
environment. Around the tapering episode, this tone becomes less dovish, although the shift
is not equally strong across measures, with the dictionary index showing the clearest hawkish
movement during that phase. A clearer turn toward policy normalization emerges from 2016
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onward, when the federal funds target began to increase, consistent with the start of a sustained
tightening cycle. The onset of the pandemic is again associated with a pronounced dovish
movement in the indices, reflecting the sharp deterioration in economic conditions and the highly
accommodative policy response adopted by the Federal Reserve. By contrast, as inflation rose
and monetary tightening intensified in 2022, the indices moved decisively in a hawkish direction.
Overall, these patterns suggest that the textual measures are not simply reflecting statistical noise,
but are instead capturing economically meaningful shifts in the tone of FOMC communication
over time.

At the same time, the overlap is far from perfect. There are multiple periods in which the
indices differ substantially in sign, magnitude, or timing. These discrepancies become particularly
visible around more turbulent episodes, such as 2019–2020, but they are also present in quieter
parts of the sample. The implication is immediate: the choice of textual methodology matters.
Even when all three indices are designed to measure hawkish versus dovish communication, they
do not produce identical time-series representations of FOMC statements.

Table 1 summarizes this point quantitatively using the standardized and orthogonalized
textual shocks employed in the local projections.

Tabela 1 – Correlation matrix of textual shocks

Dictionary BERT FinBERT

Dictionary 1.00
BERT 0.24 1.00
FinBERT 0.28 0.66 1.00

Notes: The table reports pairwise correlations between the standardized and orthogonalized textual
shocks used in the local projections. Each shock is constructed by standardizing the underlying textual
index and then orthogonalizing it with respect to the conventional rate surprise.

Two features stand out. First, the correlation between BERT and FinBERT is substantially
higher than the correlations involving the dictionary-based measure. Second, the dictionary shock
remains only weakly correlated with either transformer-based index. This pattern suggests that
BERT and FinBERT share an important common component, whereas the dictionary approach
captures a more distinct signal. In other words, the dictionary-based measure is not simply
a noisier version of the transformer-based indices; it appears to reflect a somewhat different
dimension of textual variation.

This distinction is economically relevant. If the three measures were nearly identical,
comparing their market effects would add little beyond relabeling the same communication
shock. Instead, both the figure and the correlation matrix indicate that the alternative textual
approaches differ in meaningful ways, visually and quantitatively. This makes the comparison
across methods genuinely informative: the response of asset prices provides a natural way to
assess which textual measure is more closely tied to market-relevant FOMC communication.
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4.2 Response of the 2-Year Treasury Yield

Figure 2 reports the local-projection estimates for the intraday response of the 2-year
Treasury yield to the three orthogonalized textual shocks. The vertical axis shows the response
in basis points to a one-standard-deviation textual shock, while the horizontal axis measures
minutes since 14:00, the time of the FOMC statement release.
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Figura 2 – Intraday response of the 2-year Treasury yield

Notes: The figure reports local-projection estimates of the response of the 2-year Treasury yield to a
one-standard-deviation textual shock. The shocks are constructed by standardizing each textual index and
orthogonalizing it with respect to the conventional rate surprise. Shaded areas correspond to 68%
bootstrap confidence bands clustered by FOMC meeting.

All three textual measures imply a positive response of the 2-year yield on impact,
consistent with financial markets reading a more hawkish statement as signaling a tighter
expected path of monetary policy. The positive sign is economically intuitive and provides an
important validation of all three measures.

The responses differ, however, in magnitude and persistence. The dictionary-based shock
generates the strongest and most persistent increase, rising quickly after the announcement
and building throughout the window. FinBERT produces a clearly positive but intermediate
effect, while BERT yields the weakest response, positive but comparatively flat across the
full 20 minutes. The bootstrap confidence bands reinforce this ranking: the dictionary and
FinBERT responses remain economically meaningful over much of the window, whereas the
BERT response is weaker and estimated less precisely. Section 4.5 examines whether these
differences reflect genuinely distinct informational content.
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4.3 Response of the 1-Month and 3-Month Treasury Yields

Figures 3 and 4 extend the analysis to the very front end of the Treasury curve. Relative
to the 2-year Treasury yield, the responses at these shorter maturities are smaller in magnitude
and less stable across textual methods. Although the 1-month and 3-month segments are highly
liquid, their prices move very little within narrow intraday windows, which makes the estimated
responses comparatively noisy.

The qualitative ranking from Section 4.2 nonetheless persists at both maturities. The
dictionary-based shock delivers the most consistently positive response over the event window,
while BERT produces the weakest pattern and turns negative after the first few minutes at the
1-month horizon. FinBERT occupies an intermediate position, generating a small positive effect
that dissipates as the horizon extends. The 3-month responses are slightly more stable than those
at the 1-month maturity, but the ranking across methods remains the same. Taken together, these
results suggest that the signal from textual shocks is weaker and more sensitive to the choice of
methodology at the very front end of the curve than at the 2-year horizon.
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Figura 3 – Intraday response of the 1-month Treasury yield

Notes: The figure reports local-projection estimates of the response of the 1-month Treasury yield to a
one-standard-deviation textual shock. The shocks are constructed by standardizing each textual index and
orthogonalizing it with respect to the conventional rate surprise. Shaded areas correspond to 68%
bootstrap confidence bands clustered by FOMC meeting.
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Figura 4 – Intraday response of the 3-month Treasury yield

Notes: The figure reports local-projection estimates of the response of the 3-month Treasury yield to a
one-standard-deviation textual shock. The shocks are constructed by standardizing each textual index and
orthogonalizing it with respect to the conventional rate surprise. Shaded areas correspond to 68%
bootstrap confidence bands clustered by FOMC meeting.
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4.4 Response of Equity Prices

Figure 5 reports the local-projection estimates for the intraday response of the S&P 500
to the three orthogonalized textual shocks. The vertical axis shows the response measured as an
intraday return in basis points to a one-standard-deviation textual shock, while the horizontal
axis measures minutes since 14:00, the time of the FOMC statement release.
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Figura 5 – Intraday response of the S&P 500

Notes: The figure reports local-projection estimates of the response of SPY to a one-standard-deviation
textual shock. The shocks are constructed by standardizing each textual index and orthogonalizing it with
respect to the conventional rate surprise. Shaded areas correspond to 68% bootstrap confidence bands
clustered by FOMC meeting.

The estimated responses are negative for all three measures, consistent with a hawkish
communication shock raising discount rates and depressing equity prices. This sign is eco-
nomically intuitive and complements the 2-year yield evidence: the same shock that pushes
front-end rates upward is also associated with a decline in the S&P 500. The BERT and FinBERT
measures imply economically meaningful negative responses over much of the window, while
the dictionary-based response is smaller and estimated less precisely.

The ranking across methods is the reverse of that obtained for the 2-year yield. BERT
generates the strongest and most persistent decline, with the response becoming sharply negative
within the first few minutes and remaining well below the other two measures throughout the
event window. FinBERT produces a clearly negative but intermediate effect, while the dictionary-
based shock yields the weakest equity-market response, remaining much closer to zero over
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the entire window. This reversal is the central empirical finding of the paper: no single method
dominates across assets, and the ranking depends on which dimension of FOMC communication
is most relevant for the outcome being studied.

A possible interpretation draws on the return decomposition of Campbell and Ammer
(1993). Under their framework, unexpected equity returns reflect both a discount-rate channel
and a cash-flow channel, whereas Treasury yields respond more directly to revisions in expected
short rates. The stronger performance of the dictionary-based measure for front-end yields may
therefore reflect its close alignment with explicit policy-rate language, while the dominance
of BERT for equity prices may reflect its ability to extract a broader combination of tone,
growth outlook, and risk language that markets weight more heavily for equity valuation. This
interpretation is suggestive, and a direct decomposition of the underlying channels is left for
future work. Section 4.5 tests whether the ranking reflects genuinely incremental information
across measures.

4.5 Comparison Across Dictionary, BERT, and FinBERT

The previous subsections compare the three textual measures separately. While this is
useful as a first pass, separate local projections do not reveal whether the alternative indices
contain distinct information or whether they are capturing overlapping components of the same
communication shock. To address this issue, this subsection compares the measures using
pairwise horse-race regressions.

This comparison is closely related to the notion of encompassing, as formalized by Mizon
and Richard (1986) and later applied to forecast evaluation by Fair and Shiller (1990). This
approach is also in the spirit of recent work that compares alternative language-based measures
in joint regressions, such as Jha et al. (2024).

The idea is simple: instead of entering one textual shock at a time, two competing
residualized text shocks are included jointly in the same local projection. For a given horizon h,
the specification is

∆yt,h = αh + β
(1)
h TextShock(1)

t + β
(2)
h TextShock(2)

t + γh RateSurpriset + εt,h, (4.1)

where ∆yt,h denotes the intraday response of the financial variable at horizon h, TextShock(1)
t

and TextShock(2)
t are two competing textual measures, and RateSurpriset is the conventional

policy surprise included as a control.
In the present context, measure 1 is said to encompass measure 2 when, in equation (4.1),

the coefficient on TextShock(1)
t remains informative while the coefficient on TextShock(2)

t does
not. Operationally, I treat this as evidence that measure 1 contains the relevant incremental
information in measure 2 for explaining the financial-market response under the specification
considered, while the reverse is not true. If both coefficients remain informative, both measures
are taken to contain incremental information. If neither does, the evidence points either to strong
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overlap between the two measures or to limited precision in distinguishing them.
Figure 6 reports the pairwise horse-race local projections for the 2-year Treasury yield,

and Table 2 summarizes the results at the 10- and 20-minute horizons. Three results stand out.
First, the dictionary-based measure clearly dominates BERT in explaining front-end yield

movements. When the dictionary and BERT shocks are included jointly, the dictionary coefficient
remains positive and precisely estimated at both horizons, whereas the BERT coefficient becomes
small and statistically indistinguishable from zero. This indicates that, for the 2-year yield, the
dictionary measure encompasses the generic BERT-based index.

Second, the comparison between the dictionary and FinBERT measures is more nuanced.
At the 10-minute horizon, the dictionary shock remains clearly informative while the FinBERT
shock does not, so the dictionary encompasses FinBERT over the shorter window. By the
20-minute horizon, however, both coefficients are positive and informative, suggesting that the
dictionary captures the most immediate component of policy-related repricing, while FinBERT
contains some additional information that appears with a slight delay during the announcement
window.

Third, among the two transformer-based methods, FinBERT performs substantially better
than generic BERT. In the direct comparison between the two, BERT remains weak at both
horizons, whereas FinBERT becomes informative at the 20-minute horizon. This implies that
FinBERT encompasses BERT at longer horizons, which is economically plausible given that
FinBERT is trained on financial language and should therefore be better aligned with the language
relevant for fixed-income markets.

Taken together, the horse-race evidence suggests a clear ranking for the 2-year Treasury
yield: the dictionary-based measure performs best, FinBERT comes second, and generic BERT
performs worst. This is also visible in Figure 6, where the dictionary coefficient remains consis-
tently positive and economically large, FinBERT displays a smaller but still meaningful response,
and BERT contributes little once either of the other two measures is included. These results
suggest that the component of FOMC communication most relevant for front-end yield repri-
cing is captured particularly well by the transparent dictionary-based measure, while FinBERT
improves on generic BERT but does not displace the dictionary benchmark.

The comparison for the S&P 500 yields a markedly different ranking. In pairwise horse-
race regressions, the dictionary-based measure no longer dominates. Instead, the transformer-
based methods contain the strongest independent information for explaining equity-price respon-
ses, with generic BERT performing best overall.

More specifically, when the dictionary and BERT shocks are included jointly, the BERT
coefficient remains strongly negative and informative at both the 10- and 20-minute horizons,
while the dictionary coefficient becomes economically small and statistically indistinguishable
from zero. This indicates that, for the S&P 500, the BERT-based measure encompasses the
dictionary-based index. A similar pattern emerges in the comparison between the dictionary
and FinBERT shocks: the FinBERT coefficient remains clearly negative, whereas the dictionary
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Figura 6 – Pairwise horse-race local projections for the 2-year Treasury yield

Notes: The figure reports pairwise horse-race local projections for the response of the 2-year
Treasury yield to alternative residualized textual shocks. In each panel, two competing text shocks
are included jointly in the same local projection, together with the conventional rate surprise.
Shaded areas correspond to bootstrap confidence bands clustered by FOMC meeting.

Tabela 2 – Horse-race evidence for the 2-year Treasury yield

Pair Horizon β(1) β(2) Encompassing result

Dictionary vs BERT 10 min 0.655∗∗ 0.077 Dictionary encompasses BERT
Dictionary vs BERT 20 min 0.647∗∗ 0.136 Dictionary encompasses BERT
Dictionary vs FinBERT 10 min 0.543∗∗ 0.281 Dictionary encompasses FinBERT
Dictionary vs FinBERT 20 min 0.614∗∗ 0.436∗∗ Both add incremental information
BERT vs FinBERT 10 min −0.144 0.435 No clear encompassing
BERT vs FinBERT 20 min −0.212 0.643∗∗ FinBERT encompasses BERT

Notes: The table summarizes the pairwise horse-race regressions at the 10- and 20-minute horizons for
the 2-year Treasury yield. In each case, two competing textual shocks are included jointly in the same

local projection together with the conventional rate surprise. Encompassing is interpreted operationally:
one measure encompasses another when its coefficient remains informative in the joint regression while
the rival coefficient does not. When both coefficients remain informative, both measures are interpreted as
containing incremental information. ∗∗ indicates that the 68% bootstrap confidence interval excludes zero.
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coefficient again contributes little once the overlap between the two measures is accounted for.
In this case, FinBERT encompasses the dictionary measure as well.

The direct comparison between the two transformer-based methods also favors BERT.
When BERT and FinBERT are included jointly, the BERT coefficient remains strongly negative
and informative, while the FinBERT coefficient is much weaker and no longer clearly different
from zero. This implies that BERT encompasses FinBERT for the S&P 500 over the horizons
considered.

Taken together, the horse-race evidence for equity prices suggests the reverse ranking
from that obtained for the 2-year Treasury yield. Whereas the front end of the yield curve was
best explained by the dictionary-based measure, the S&P 500 is much better explained by the
transformer-based measures, especially BERT. This contrast is economically intuitive. Equity
prices likely respond not only to explicit policy wording, but also to a broader and more nuanced
combination of policy tone, growth outlook, and risk language. In that environment, a contextual
language model can extract market-relevant communication signals that are less easily captured
by a fixed dictionary.

4.5.1 Predictive comparison.

As a complementary exercise, I also compare the out-of-sample predictive performance
of the three textual measures using Diebold–Mariano tests for the 20-minute response of the
2-year Treasury yield and the S&P 500. This exercise addresses a different question from
the horse-race regressions. Whereas the latter assess whether one textual measure contains
incremental explanatory information once another is included jointly, the Diebold–Mariano
comparison focuses instead on forecast accuracy.

For the 2-year Treasury yield, the dictionary-based measure displays the lowest RMSE
and MAE, followed closely by FinBERT and then BERT. For the S&P 500, BERT yields
the lowest raw forecast loss, followed by FinBERT and then the dictionary-based measure.
However, in both assets, the differences in forecast performance are small in magnitude, and the
Diebold–Mariano statistics do not reject equal predictive accuracy under either squared-error
or absolute-error loss. Thus, although the horse-race regressions reveal clear differences in
incremental explanatory content across textual measures, these differences do not translate into
statistically significant out-of-sample forecasting advantages at the 20-minute horizon in the
present sample.

Full results, including pairwise comparisons across the entire announcement window, are
reported in Appendix B.
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Figura 7 – Pairwise horse-race local projections for the S&P 500

Notes: The figure reports pairwise horse-race local projections for the response of the S&P 500 to
alternative residualized textual shocks. In each panel, two competing text shocks are included
jointly in the same local projection, together with the conventional rate surprise. Shaded areas
correspond to bootstrap confidence bands clustered by FOMC meeting.

Tabela 3 – Horse-race evidence for the S&P 500

Pair Horizon β(1) β(2) Encompassing result

Dictionary vs BERT 10 min −1.55 −10.2∗∗ BERT encompasses Dictionary
Dictionary vs BERT 20 min −1.20 −8.48∗∗ BERT encompasses Dictionary
Dictionary vs FinBERT 10 min −1.92 −7.57∗∗ FinBERT encompasses Dictionary
Dictionary vs FinBERT 20 min −1.44 −6.90∗∗ FinBERT encompasses Dictionary
BERT vs FinBERT 10 min −9.22∗∗ −1.74 BERT encompasses FinBERT
BERT vs FinBERT 20 min −7.00∗∗ −2.49 BERT encompasses FinBERT

Notes: The table summarizes the pairwise horse-race regressions at the 10- and 20-minute horizons for
the S&P 500. In each case, two competing textual shocks are included jointly in the same local projection

together with the conventional rate surprise. Encompassing is interpreted operationally: one measure
encompasses another when its coefficient remains informative in the joint regression while the rival

coefficient does not. ∗∗ indicates that the 68% bootstrap confidence interval excludes zero.



5 Robustness Checks

5.1 Robustness to Policy-Regime Controls

This section examines whether the baseline local-projection results are sensitive to the
way textual shocks are orthogonalized with respect to the conventional rate surprise. In the
benchmark specification, each standardized textual index is residualized using a single full-
sample regression on the rate surprise. A natural concern is that this first-stage relationship may
vary across monetary-policy regimes, so that a single full-sample coefficient may over-correct in
some periods and under-correct in others.

To address this issue, I partition the sample into four ex-ante policy regimes: 2013–2015
(ZLB/liftoff), 2016–2019 (gradual normalization), 2020–2021 (COVID re-easing), and 2022–
2025 (post-COVID tightening). I then compare the baseline with three alternative specifications:
(i) regime-specific orthogonalization of the textual shock; (ii) the inclusion of regime dummies
in the local projections; and (iii) both adjustments jointly. Appendix C reports additional
details, including the rolling first-stage coefficients and the separate local projections for each
specification.

Figure 8 summarizes the results for the 2-year Treasury yield and the S&P 500, while
Table 4 reports point estimates and 68% bootstrap confidence intervals at horizon h = 20

minutes.

Tabela 4 – Robustness summary across regime specifications

Outcome Model Baseline Regime orthog. Orthog. + dummies

Panel A: 2-year Treasury yield, h = 20
Dictionary 0.662 0.849 0.851
BERT 0.208 0.355 0.357
FinBERT 0.504 0.696 0.697

Panel B: S&P 500, h = 20
Dictionary -2.25 -3.02 -2.96
BERT -8.63 -4.17 -4.16
FinBERT -7.07 -6.47 -6.45

Notes: Entries are local-projection coefficients at the 20-minute horizon, measured in basis points for a
one-standard-deviation textual shock. “Regime orthog.” refers to regime-specific orthogonalization of the
textual shock. “Orthog. + dummies” combines regime-specific orthogonalization with regime dummies in
the local projection. Full results, including 68% bootstrap confidence intervals and all horizons, are
reported in Appendix C.

The main conclusions are unchanged. For the 2-year Treasury yield, a more hawkish
textual shock continues to produce a positive response under all specifications. The baseline
estimates are generally the smallest, while the regime-corrected specifications imply somewhat
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Figura 8 – Robustness to alternative regime corrections

Notes: The figure compares the baseline local projections with three alternative specifications that
account for potential instability in the first-stage relationship between the textual index and the
conventional rate surprise across monetary-policy regimes. The top panel reports the 2-year Treasury
yield and the bottom panel reports the S&P 500. Shaded areas are 68% bootstrap confidence bands
clustered by FOMC meeting.
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larger responses, especially for the Dictionary and FinBERT measures. At the 20-minute horizon,
the Dictionary response rises from 0.66 bps under the baseline to about 0.85 bps under the most
conservative specification, while FinBERT rises from 0.50 to about 0.70 bps. BERT remains
weaker and less precisely estimated throughout.

For the S&P 500, the response remains negative across all approaches and all textual
measures. The qualitative ranking from the main results is also preserved: the transformer-based
measures imply a stronger equity response than the dictionary-based measure. At the same time,
the regime-specific corrections attenuate the magnitude of the BERT response and widen its
confidence interval, suggesting that part of the baseline BERT result reflects regime-dependent
comovement with the conventional rate surprise. Even so, the sign of the response remains
negative in every specification.

Taken together, these results indicate that the main findings are not driven by the parti-
cular orthogonalization procedure used in the benchmark. Regime-specific corrections matter
quantitatively, but the core conclusions of the paper are robust to these alternative specifications.

5.2 Controlling for Anticipated Communication Tone

The baseline text shock is constructed by orthogonalizing the standardized index with
respect to the conventional rate surprise, as described in Section 3. This procedure removes any
linear overlap between the text measure and the target decision at each meeting, but leaves open
the possibility that part of the estimated index reflects communication tone that was already
anticipated by market participants on the basis of the previous meeting’s statement. To address
this concern, we augment the first-stage regression with a one-meeting lag of the standardized
index:

z(Indext) = α + β1RateSurpriset + β2 z(Indext−1) + ut, (5.1)

where z(·) denotes standardization. The residual ut is then re-standardized and used as the
lag-augmented text shock. By construction, this shock is orthogonal both to the conventional rate
surprise and to the predictable component of the tone carried over from the previous statement.
The resulting shock is thus purged of both the rate decision and the predictable carry-over of
tone from the previous meeting.

Figures 9 and 10 display the local-projection estimates under this alternative shock
construction, overlaid with the baseline responses for direct comparison.

The results are broadly consistent with the baseline. For the 2-year Treasury yield (Fi-
gure 9), all three text measures retain their qualitative responses under the lag-augmented shock:
the dictionary-based measure continues to produce the largest and most precisely estimated
response, followed by FinBERT and BERT. If anything, removing the predictable component
of the dictionary index slightly increases its estimated effect over the announcement window,
suggesting that the tone captured by the dictionary contains little carry-over from the previous
statement and largely reflects genuine communication surprises.
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Figura 9 – Lag-augmented orthogonalization: 2-year Treasury yield

Notes: The figure compares local-projection estimates of the response of the 2-year Treasury yield to a
one-standard-deviation text shock under two orthogonalization schemes. The baseline shock (blue) is the
residual from projecting the standardized index on the conventional rate surprise only. The lag-augmented
shock (red) additionally controls for the one-meeting lag of the standardized index in the first stage, as in
equation (5.1). Shaded areas correspond to 68% bootstrap confidence bands clustered by FOMC meeting.

For the S&P 500 (Figure 10), all three measures retain the negative sign documented
in Section 4.4, consistent with the interpretation that a more hawkish communication shock
depresses equity prices. However, the transformer-based measures, BERT in particular, exhibit a
somewhat attenuated response under the lag-augmented specification, especially over the five to
fifteen minute window following the statement release. This pattern suggests that a portion of
the tone captured by BERT and FinBERT in the baseline reflects communication that the market
could have anticipated on the basis of the previous meeting’s statement. The dictionary-based
shock, by contrast, is largely unaffected by the inclusion of the lag, indicating that the directional
lexical content it captures is less persistent across meetings.

Taken together, the lag-augmented results support the robustness of the main findings.
The qualitative rankings across measures and asset classes are preserved, and the primary
conclusions of the analysis remain unchanged.
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Figura 10 – Lag-augmented orthogonalization: S&P 500

Notes: Same as Figure 9, for the intraday return of the S&P 500 measured in basis points.



6 Conclusion

This paper has studied the informational content of FOMC post-meeting statements
using three textual measures: a transparent dictionary-based hawkishness index, a fine-tuned
BERT classifier, and a fine-tuned FinBERT classifier. Each measure is orthogonalized with
respect to a conventional rate surprise and related to high-frequency intraday responses of U.S.
Treasury yields and equity prices using local projections (Jordà, 2005), with comparisons based
on pairwise encompassing regressions and Diebold–Mariano tests.

The central finding is an asset-specific reversal in the performance ranking. For the 2-year
Treasury yield, the dictionary-based measure outperforms both transformer-based alternatives,
encompassing generic BERT at both the 10- and 20-minute horizons; at the 20-minute horizon,
both the dictionary and FinBERT retain incremental information. For the S&P 500, the ranking
reverses entirely: BERT generates the largest negative equity response and encompasses both
competing measures at all horizons. Diebold–Mariano tests do not reject equal predictive
accuracy for any pair, consistent with the small sample of FOMC meetings, but the directional
patterns in forecast loss align with the encompassing evidence.

The low pairwise correlation between the dictionary shock and each transformer-based
shock, as documented in Section 4.1, reflects a genuine difference in the dimension of com-
munication that each approach captures. What drives the asset-specific reversal is not directly
identified by the empirical design; interpreting it would require decomposing the channels
through which each measure affects asset prices, an exercise left for future work. The robustness
analysis in Section 5 shows that regime-specific orthogonalization attenuates the BERT equity
response but preserves the qualitative ranking throughout.

The practical implication is that the choice of textual methodology is not a question
of general model sophistication. Neither approach uniformly dominates: the appropriate tool
depends on which dimension of FOMC communication the researcher aims to capture and
which asset-price outcome is being studied. Future work may extend the framework to press
conferences, meeting minutes, and longer maturities to assess whether the asset-specific ranking
documented here generalizes across communication devices and markets.
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A Additional Details on the Textual Measures

A.1 Dictionary Construction

This appendix provides additional details on the construction of the dictionary-based
textual measure. The index follows the general logic of Tadle (2022), while adapting the
vocabulary to our sample of post-meeting statements.

The dictionary contains two types of terms. First, we define topic keywords, which
identify sentences containing monetary-policy relevant content. These fall into two categories:
a large set of macro-economic topic keywords covering broad output, price, and labor-market
concepts, and a small set of inherently dovish topic keywords whose topics are structurally
associated with accommodative conditions. As detailed in Table 5 and Table 7, neither category
is directional on its own, the sentence score always emerges from the interaction between the
keyword category and the modifier balance.

The full lists of directional keywords, modifiers, and negation terms are reported in
Tables 5 and 6. Table 7 summarizes the sentence-scoring rule used in the construction of the
meeting-level index.

A.2 Weak-Label Construction

The training sample for the transformer-based sentence classifiers is constructed using
weak labels generated from a rule-based scoring procedure. This appendix provides the complete
specification of the phrase anchors, soft-term dictionaries, policy-relevance gate, and template-
cap parameters used in that procedure. All steps are applied to the lower-cased, whitespace-
normalised version of each sentence.

A.2.1 Step 1: boilerplate exclusion.

Before any scoring, sentences that contain one or more of the boilerplate expressions
listed in Table 8 are assigned the label neutral and excluded from further scoring. These are
recurring formulaic passages with no directional content.

In addition, standard voting prefixes of the form “voting against the monetary policy
action was. . . ” are stripped from each sentence before scoring, while any substantive justification
that follows such a prefix is retained.

A.2.2 Step 2: strong phrase-anchor scoring.

For sentences that pass the boilerplate filter, we compute a hawkish score sH and a dovish
score sD by summing the weights of all matched multi-word phrase anchors from two weighted
dictionaries, hawk phrases and dove phrases, reported in Tables 9 and 10 respectively. Each
score is capped at 10 to prevent any single long-form anchor from dominating excessively.
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Tabela 5 – Topic Keywords Used in the Dictionary-Based Index

Category Terms

Macro-economic to-
pic keywords
(positive modifier ⇒
hawkish)

business, businesses, economy, economic, equity, equities, hou-
sing, inflation, inflationary, manufacturing, price, prices, securi-
ties, toll, employment, labor, wage, wages, expansion, growth,
output, production, investment, investments, outlook, slack, de-
mand, energy, financial, indicators, recovery, spending, resource,
target, income

Inherently dovish to-
pic keywords
(positive modifier ⇒
dovish)

accommodation, downturn, unemployment, devastation, recession

Notes: Topic keywords serve as a relevance filter identifying sentences with monetary-policy relevant
content; sentences containing none of these terms are excluded from the scoring stage. Neither list is
directional in isolation. For macro-economic topic keywords, a positive modifier balance yields a hawkish
sentence score and a negative balance yields a dovish one. For inherently dovish topic keywords this logic
is reversed, since those terms refer to conditions structurally associated with accommodative policy. The
direction of every sentence score is therefore determined by the interaction between the keyword category
and the modifier balance, as summarised in Table 7.

Tabela 6 – Modifier and Negation Terms Used in the Dictionary-Based Index

Category Terms

Positive modifiers abating, augmented, booming, elevating, extended, growing, improvement, increasing,
recovering, rose, spikes, strengthened, up, accelerated, balanced, boost, expand, fast,
heightened, improving, more, rise, significant, spiking, strong, upside, add, better,
boosted, expanding, faster, high, increase, raise, risen, solid, stable, upswing, advance,
bolsters, eased, expansionary, firmer, higher, increased, rapid, rising, sooner, strength,
stronger, uptick, advanced, boom, elevated, extend, gains, improved, increases, reboun-
ded, robust, spike, strengthen, supportive

Negative modifiers adverse, contracting, damping, declining, depressed, dislocation, drop, faded, fell, lower,
reduced, restrained, slack, slowly, softened, stress, volatile, weaker, back, contraction,
decelerated, decrease, deteriorated, disruptions, dropping, fading, insufficient, modera-
ted, reduction, restraining, slow, sluggish, softening, subdued, vulnerable, weakness,
below, cooling, decline, decreases, deterioration, down, ebbed, fall, less, moderating,
reluctant, restraint, slowed, sluggishness, stimulate, tragic, wary, constrained, correction,
declined, decreasing, diminished, downbeat, erosion, fallen, limit, moderation, removed,
resumption, slower, slumped, strained, turmoil, weak, contract, dampen, declines, dee-
pening, disappointing, downside, fade, falling, low, reduce, restrain, reversed, slowing,
soft, strains, underutilization, weakened

Negation terms not, no, never, n’t, without, less

Notes: Modifier terms determine the polarity of a sentence once a directional keyword is present.
Negation terms reverse the polarity of a modifier when they appear within the pre-defined local window
used in the text-processing algorithm.
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A.2.3 Step 3: policy-relevance gate and soft-term scoring.

Soft directional terms — single words or short phrases that are suggestive but insufficien-
tly precise to label a sentence on their own — are counted only when the sentence also contains
at least one policy-relevance gate term from the list in Table 11. When the gate is satisfied,
additional scores ssoft

H and ssoft
D are computed from the soft-term dictionaries (Table 12), each

capped at 6, and added to the running totals: sH ← sH + ssoft
H and sD ← sD + ssoft

D .
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Tabela 7 – Sentence Scoring Rule in the Dictionary-Based Index

Directional keyword type Modifier balance Sentence score

Hawkish Positive > Negative +1
Hawkish Negative > Positive −1
Hawkish Positive = Negative 0
Dovish Positive > Negative −1
Dovish Negative > Positive +1
Dovish Positive = Negative 0

Notes: Sentence scores are assigned only to sentences containing at least one directional keyword. If both
hawkish and dovish keywords are present in the same sentence, the sentence type is determined by the
dominant keyword count; ties are discarded. At the statement level, the final index is computed as the
average sentence score across all relevant sentences, multiplied by 100.

Tabela 8 – Boilerplate expressions excluded from weak-label scoring

Expression
“in support of its goals”
“the committee decided”
“voting for the monetary policy action”
“information received since”
“the committee seeks to achieve”
“to support continued progress”
“in light of the”
“the committee is strongly committed”
“stance of monetary policy remains accommodative”
“monetary policy remains accommodative”
“accommodative stance of monetary policy”
“overall financial conditions remain accommodative”
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Tabela 9 – Hawkish phrase anchors and weights

Phrase anchor Weight
“ongoing increases in the target range will be appropriate” 6
“will maintain a restrictive stance” 6
“policy will need to remain restrictive” 6
“the committee anticipates that ongoing increases” 5
“some additional policy firming may be appropriate” 5
“the committee will continue to increase the target range” 5
“restrictive stance of monetary policy” 5
“monetary policy is restrictive” 5
“further gradual increases in the target range” 4
“inflation remains elevated” 4
“highly attentive to inflation risks” 4
“strongly committed to returning inflation to 2 percent” 4
“will continue reducing its holdings of treasury securities” 4
“will continue reducing its holdings of agency debt and” 4

“agency mortgage-backed securities”
“inflation has remained elevated” 3
“the labor market remains tight” 3
“the committee remains highly attentive to inflation risks” 3
“will continue to reduce its holdings” 3
“inflation is elevated” 3

Tabela 10 – Dovish phrase anchors and weights

Phrase anchor Weight
“does not expect it will be appropriate to” 6
“does not anticipate that it will be appropriate to” 6
“will maintain the target range for the federal funds rate at” 5
“will keep the target range for the federal funds rate at” 5
“reductions in the target range” 5
“cut the target range” 5
“lower the target range” 5
“expects to maintain the target range” 5
“expects to keep the target range” 5
“patient in determining future adjustments” 4
“ongoing purchases of treasury securities” 3
“ongoing purchases of agency mortgage-backed securities” 3
“will increase its holdings” 3
“will be patient” 3
“these asset purchases help foster” 2

Tabela 11 – Policy-relevance gate terms

A sentence satisfies the gate if it contains any of the following:
“target range” “committee expects”
“federal funds rate” “committee anticipates”
“monetary policy” “policy stance”
“committee decided” “holdings”
“asset purchases”
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Tabela 12 – Soft-term dictionaries (applied only when policy gate is satisfied)

Term Hawkish weight Dovish weight
“restrictive” 2 —
“tight” 2 —
“tightening” 2 —
“firming” 2 —
“inflation pressures” 2 —
“strongly committed” 2 —
“increase” 1 —
“raise” 1 —
“elevated” 1 —
“accommodative” — 2
“will continue purchases” — 2
“patient” — 2
“asset purchases” — 1
“support” — 1
“low” — 1
“reaffirmed” — 1
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A.2.4 Step 4: label assignment.

After all scoring is complete, a sentence receives a directional label only when the net
signal clears two thresholds. First, the total score sH + sD must be at least 1, so that sentences
with no phrase match are classified as neutral regardless. Second, the margin between the two
scores must be at least 1. Formally:

label =


hawkish if sH − sD ≥ 1

dovish if sD − sH ≥ 1

neutral otherwise.

(A.1)

A.2.5 Step 5: template cap.

To limit repetition arising from near-identical boilerplate sentences that recur across
statements, each sentence is assigned a template key defined as the first ten whitespace-delimited
tokens of its normalised text. Within each (template, label) cell, the number of retained sentences
is capped at 30 for the hawkish and dovish classes and at 80 for the neutral class. When the
cap binds, the retained sentences are those with the highest directional score (for hawkish and
dovish) or the earliest position within the statement (for neutral).

After applying these caps, the weakly labelled dataset contains 2,532 sentences: 116
hawkish, 200 dovish, and 2,216 neutral. This dataset serves as input to the training-sample
construction described in Appendix A.3.

A.3 Training Sample and Model Estimation

The weak labels described above are used to construct the training sample for the
supervised sentence classifiers. All weakly labeled hawkish and dovish sentences are retained.
Neutral sentences are retained only when both directional scores are exactly zero, so that the
neutral class corresponds to genuinely non-directional language rather than ambiguous borderline
cases.

Because the raw corpus is heavily dominated by neutral sentences, the training sample
is rebalanced before estimation. In particular, the neutral class is downsampled so that its size
does not exceed twice the combined number of hawkish and dovish sentences. Starting from the
2,216 weakly labelled neutral sentences reported in Appendix A.2, this reduces the neutral class
to 632 sentences (twice the 316 combined hawkish and dovish), yielding a balanced training
corpus of 948 sentences. This prevents the supervised classifier from achieving high nominal
accuracy by over-predicting the neutral class.

Whenever feasible, the sample is split temporally into training, validation, and test sets.
Statements dated up to 2020 are assigned to the training sample, statements from 2021 to 2022
are assigned to the validation sample, and statements after 2022 are assigned to the test sample.
If one of these temporal partitions is empty, the code falls back to a stratified random split.
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This design makes model evaluation more demanding by assessing performance on genuinely
out-of-period statements rather than on a random partition of highly similar text.

We fine-tune two transformer-based classifiers: BERT and FinBERT. Both models
are estimated as three-class sentence classifiers over the labels dovish, neutral, and hawkish.
Sentences are tokenized with a maximum sequence length of 128 tokens. Training uses a batch
size of 8 for the training sample and 32 for evaluation, a learning rate of 2× 10−5, weight decay
of 0.01, and 3 epochs. Model selection is based on the validation-set macro F1 score, and the
best-performing checkpoint is retained at the end of training.

A.4 Implementation Details

Model performance is evaluated using both accuracy and macro F1. The latter is the
preferred metric because it gives equal weight to the hawkish, dovish, and neutral classes, making
it more appropriate for an unbalanced classification problem. After training, the fitted models are
applied to the full sentence-level corpus, and each sentence is assigned predicted probabilities
for the three classes. These predicted probabilities constitute the inputs for the meeting-level
aggregation described in Section 3.5 of the main text.
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Tabela 13 – Transformer Training Configuration

Parameter Value

Labels dovish / neutral / hawkish
Maximum sequence length 128
Training batch size 8
Evaluation batch size 32
Learning rate 2× 10−5

Weight decay 0.01
Number of epochs 3
Model selection criterion Validation macro F1
Temporal split Train: ≤ 2020; Valid: 2021–2022; Test: > 2022
Neutral balancing rule Neutral ≤ 2×(hawkish + dovish)

Notes: The table reports the main hyperparameters used to fine-tune the BERT and FinBERT sentence
classifiers.



B Diebold–Mariano Comparisons at the 20-Minute Horizon

This appendix reports out-of-sample predictive comparisons across the dictionary, BERT,
and FinBERT textual measures using the 20-minute response as the target variable. Forecasts are
generated using a leave-one-meeting-out procedure. For each meeting, the response at minute 20
is predicted from the corresponding residualized text shock and the conventional rate surprise. I
then compare predictive accuracy pairwise using Diebold–Mariano tests under both squared-error
and absolute-error loss.

The tests are computed with the dm.test function from the forecast package in R
(Hyndman and Khandakar, 2008), which implements the small-sample correction of Harvey et al.
(1997) and refers the statistic to a tn−1 distribution. The long-run variance of the loss differential
is estimated using the default autocorrelation estimator. Since the loss differential is indexed by
FOMC meeting rather than by overlapping multi-step forecasts, the forecast-horizon argument is
set to one, so that the variance estimator reduces to the sample variance of the differential.

Diebold–Mariano Statistics Across the Full Announcement Window

Figures 11 and 12 extend the comparison to each minute τ ∈ {0, . . . , 20} following the
statement release, using the same leave-one-meeting-out scheme. The statistics remain within
conventional significance bands throughout, confirming that no model achieves a statistically sig-
nificant predictive advantage at any horizon. The directional patterns are nonetheless consistent
with the horse-race evidence in the main text: for the 2-year Treasury yield the Dictionary tends
to produce lower forecast loss, while for the S&P 500 the direction reverses in favor of BERT.
These results should be read as supportive directional evidence rather than sharp predictive
ranking tests.
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Tabela 14 – Out-of-sample forecast accuracy at the 20-minute horizon

2-year Treasury yield S&P 500

Model RMSE MAE RMSE MAE

Dictionary 4.41 3.12 42.6 31.4
BERT 4.47 3.15 41.7 31.1
FinBERT 4.43 3.13 42.1 31.7

Notes: The table reports out-of-sample root mean squared error (RMSE) and mean absolute error (MAE)
for the 20-minute response of the 2-year Treasury yield and the S&P 500. Forecasts are generated using

leave-one-meeting-out estimation.

Tabela 15 – Diebold–Mariano tests: 2-year Treasury yield, 20-minute response

Pair Loss Mean loss diff. DM stat. p-value

Dictionary vs BERT Squared error -0.486 -0.894 0.373
Dictionary vs FinBERT Squared error -0.188 -0.345 0.731
BERT vs FinBERT Squared error 0.297 0.803 0.424

Dictionary vs BERT Absolute error -0.0253 -0.394 0.694
Dictionary vs FinBERT Absolute error -0.00287 -0.0389 0.969
BERT vs FinBERT Absolute error 0.0225 0.584 0.561

Notes: The table reports pairwise Diebold–Mariano tests for equal predictive accuracy using the
20-minute response of the 2-year Treasury yield as the target variable. Negative mean loss differentials
indicate lower average loss for the first model in the pair, while positive values indicate lower average loss

for the second model. None of the comparisons is statistically significant at conventional levels.

Tabela 16 – Diebold–Mariano tests: S&P 500, 20-minute response

Pair Loss Mean loss diff. DM stat. p-value

Dictionary vs BERT Squared error 78.5 1.06 0.291
Dictionary vs FinBERT Squared error 43.2 0.748 0.456
BERT vs FinBERT Squared error -35.3 -0.643 0.521

Dictionary vs BERT Absolute error 0.293 0.338 0.736
Dictionary vs FinBERT Absolute error -0.286 -0.394 0.695
BERT vs FinBERT Absolute error -0.579 -0.871 0.386

Notes: The table reports pairwise Diebold–Mariano tests for equal predictive accuracy using the
20-minute response of the S&P 500 as the target variable. Negative mean loss differentials indicate lower
average loss for the first model in the pair, while positive values indicate lower average loss for the second

model. None of the comparisons is statistically significant at conventional levels.
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Figura 11 – Diebold–Mariano statistic across horizons — 2-year Treasury yield

Notes: The figure reports pairwise Diebold–Mariano statistics for each minute τ ∈ {0, . . . , 20} following
the FOMC statement release. Forecast errors are generated using a leave-one-meeting-out scheme. Panels
are arranged by pair (columns) and loss function (rows). The dashed lines indicate the 10% reference
values (±1.645) and the dotted lines indicate the 5% reference values (±1.960). A positive DM statistic
indicates that the second model in the pair has lower forecast loss.
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Figura 12 – Diebold–Mariano statistic across horizons — S&P 500 (SPY)

Notes: The figure reports pairwise Diebold–Mariano statistics for each minute τ ∈ {0, . . . , 20} following
the FOMC statement release. See notes to Figure 11 for details of the estimation procedure. A positive
DM statistic indicates that the second model in the pair has lower forecast loss.



C Additional Robustness Results by Monetary-Policy Regime

This appendix provides additional details for the regime-based robustness checks discus-
sed in Section 5.1. The objective is to assess whether the baseline construction of the textual
shock, which uses a single full-sample orthogonalization with respect to the conventional rate
surprise, masks instability in the first-stage relationship across monetary-policy regimes.

C.1 Motivation: instability in the first-stage relationship

In the benchmark specification, the textual shock for index i at meeting d is defined as
the standardized residual from

z(Indexi,d) = α + β RateSurpd + εi,d,

where z(·) denotes standardization and RateSurpd is the conventional rate surprise used th-
roughout the paper. The resulting residual is then re-standardized and used as the communication
shock in the local projections.

This construction is valid if the coefficient β is stable over time. To examine this issue,
Figure 13 reports rolling estimates of β obtained from 16-meeting windows. The figure shows
substantial variation across the sample, especially for the two transformer-based indices. In the
early part of the sample, the coefficient is often negative; during the post-COVID tightening cycle,
it becomes positive and statistically significant for BERT and FinBERT. The dictionary-based
measure varies less dramatically, but it also displays noticeable instability.

Table 17 complements the rolling-window evidence by estimating the first-stage regres-
sion separately within four ex-ante policy regimes: 2013–2015 (P1: ZLB/liftoff), 2016–2019 (P2:
normalization), 2020–2021 (P3: COVID re-easing), and 2022–2025 (P4: tightening). The most
striking result is that the first-stage coefficient is positive and statistically significant in the tighte-
ning regime for both BERT and FinBERT, whereas it is near zero and statistically insignificant
in the normalization regime. This pattern suggests that a single full-sample orthogonalization
may pool together quite different relationships between statement tone and rate surprises.

C.2 Alternative specifications

Three alternative specifications are considered relative to the baseline.

1. Approach 1: Regime-specific orthogonalization. The textual shock is redefined using
within-regime residuals from the first-stage regression, which are then stacked and re-
standardized across the full sample.

2. Approach 2a: Regime dummies in the local projection. The baseline shock is preserved,
but the local projection additionally includes regime dummies to absorb level shifts in the
response across regimes.
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3. Approach 3: Regime-specific orthogonalization with regime dummies. This combines
the previous two adjustments and is therefore the most conservative specification.

All specifications retain the conventional rate surprise as a control in the local projection.

C.3 Rolling first-stage coefficients

Figura 13 – Rolling coefficient of the rate surprise on the textual index

Notes: The figure reports rolling OLS estimates of the coefficient on the conventional rate surprise in
regressions of the form z(Indext) = α+ β RateSurpt + ut, using 16 consecutive FOMC meetings per
window. The date on the horizontal axis is the last meeting in each window. Blue markers indicate
windows in which the coefficient is statistically insignificant at the 5% level, while red markers indicate
significance at the 5% level.
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Tabela 17 – Regime-specific first-stage coefficients

Model Regime n β̂ s.e. p-value

Dictionary P1: ZLB/liftoff 24 1.68 4.32 0.701
Dictionary P2: normalization 32 -5.21 1.14 0.000
Dictionary P3: COVID re-easing 14 -38.0 52.7 0.485
Dictionary P4: tightening 32 -0.852 0.449 0.067

BERT P1: ZLB/liftoff 24 -9.49 1.72 0.000
BERT P2: normalization 32 0.717 1.51 0.637
BERT P3: COVID re-easing 14 -1.64 9.46 0.865
BERT P4: tightening 32 1.09 0.398 0.010

FinBERT P1: ZLB/liftoff 24 -11.1 2.18 0.000
FinBERT P2: normalization 32 -0.925 1.72 0.595
FinBERT P3: COVID re-easing 14 -11.1 23.2 0.639
FinBERT P4: tightening 32 1.07 0.402 0.012

Notes: The table reports coefficients from regime-by-regime first-stage regressions of the standardized
textual index on the conventional rate surprise. Regimes are defined ex ante using broad phases of the
monetary-policy cycle.



54

C.4 Full robustness plots
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Figura 14 – Robustness comparison for the 2-year Treasury yield
Notes: The figure compares the baseline local projections with three alternative specifications
that account for potential instability in the first-stage relationship between the textual index and
the conventional rate surprise across monetary-policy regimes. Shaded areas are 68% bootstrap
confidence bands clustered by FOMC meeting.
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Figura 15 – Robustness comparison for the S&P 500
Notes: The figure compares the baseline local projections with three alternative specifications
that account for potential instability in the first-stage relationship between the textual index and
the conventional rate surprise across monetary-policy regimes. Shaded areas are 68% bootstrap
confidence bands clustered by FOMC meeting.
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