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“I now think that this metaphor

was too cautious. Rather than propose a new theory or unearth a new fact, often the most

important contribution a scientist can make is to discover a new way of seeing old theories
or facts.”

Richard Dawkins, 1976, The Selfish Gene



Abstract

Generative flow networks (GFlowNets) are a family of scalable algoritms designed to sample
from an unnormalized distribution with a compositional support. Notably, recent works
leverage the forward-looking formulation of GFlowNets to achieve remarkable performance
on tasks that cast optimization as sampling, focusing on high regions. Nonetheless, this
work proves that forward-looking GFlowNets (FL-GFlowNets) violate basic assumptions
underpinning the sampling correctness of GFlowNets. Furthermore, we design an alternative
model adhering to the same tenets of FL-GFlowNets and show that it provably generates
samples from the correct distribution when properly trained. Our experiments validate
the outlined theory and reveal the reasons behind the seemingly good results obtained by
FL-GFlowNets.

Keywords: GFlowNets, Machine Learning
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1 Introduction

Generative flow networks (GFlowNets; BENGIO; LAHLOU, et al., 2023; BENGIO;
JAIN, et al., 2021; LAHLOU et al., 2023) are a popular family of computationally
efficient methods tailored to the sampling of compositional objects such as graphs from
unnormalized distributions over both continuous and discrete spaces — with successful
applications in many domains (ANONYMOUS, 2023a,c; JAIN; BENGIO, et al., 2022;
ZHANG; RAINONE, et al., 2023; DELEU; NISHIKAWA-TOOMEY,, et al., 2023; LAHLOU
et al., 2023; NICA et al., 2022; JIRALERSPONG et al., 2023). Intuitively, a GFlowNet
builds upon a flow network defined on an extension of the distribution’s support; it is trained
to ensure that the volume flowing through each of the network’s vertices, which is called a
state flow and is parametrized with a neural network, equals the vertices’ unnormalized
probability. A sample is then obtained by taking the terminal vertice of a trajectory chosen
with probability proportional to the flow within it. In this sense, GFlowNets substitute
the hard problem of drawing samples from a unnormalized distribution with the easy task

of sampling trajectories on a network.

Recently, (PAN et al., 2023) proposed a novel scheme for training GFlowNets that
seemingly achieved exceptional improvements over every previously used methods in terms
of accelerating the discovery of the distribution’s modes. As a consequence, this method
was fruitfully deployed in applications involving maximum likelihood estimation (HU et al.,
2023) and combinatorial optimization (ZHANG; DAI, et al., 2023) in follow-up works. In a
nutshell, the authors assumed the existence of an intermediate mapping that extended the
unnormalized distribution’s density to all network’s vertices. Then, the training objective
was reformulated as the learning of residual functions with reference on this intermediate
mapping, engendering a strategy that notably resembles the one implemented by residual
networks (HE et al., 2015) and diffusion models (SOHL-DICKSTEIN et al., 2015). The
method enacted by this new training scheme was called forward-looking GFlowNet (FL-
GFlowNet) due to the prescient nature of the function extending the unnormalized
distribution’s density. In practice, the objective was to enhance the training efficiency
by increasing the exploitation of high-probability regions within the target distribution’s
support.

Notably, despite its apparent good performance, we prove in this paper that
the training of FL-GFlowNets generally results in an incorrect generative model. More
specifically, we show that even a perfectly trained FL-GFlowNet samples from a distribution
that may drastically diverge from the targeted unnormalized distribution. Our contributions

are:
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1. We demonstrate that the original formulation of FL-GFlowNets violates some basic
premises that ensure the sampling correctness of GFlowNets, namely, it completely
ignores the boundary conditions that constraint the amount of flow reaching the

network’s sinks.

2. We design an alternative method, termed revisited forward-looking GFlowNet, that
incorporates the same principles of FL-GFlowNet and provably learns to sample

from a given unnormalized distribution.

3. We empirically investigate the behavior of FL-GFlowNet in the same domain consid-
ered by (PAN et al., 2023) and shed light on the reasons of the model’s seemingly

good results. Code will be publicly available upon acceptance.

4. We show that, when mode-finding is the primary focus of training a GFlowNet, using
tempered distributions leads to faster coverage relatively to FL-GFlowNet — even

though both incur inherently incorrect approximations to the target distribution.

The text is organized as follows. Chapter 2 reviews GFlowNets and its applications.
Chapter 3 shows that FL-GFlowNets fail to meet critical conditions related to their
distributional correctness. Chapter 4 experimentally validates the theory and provides an

explanation for the misleadingly good results obtained by (PAN et al., 2023).
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2 Background and related works

2.1 Definitions

Let G = (V, A) be a directed acyclic graph (DAG) defined on a finite set of vertices
V with adjacency matrix A € {1,0}VI*IVl. We define a forward policy pr over G as a
function pp: V x V. — Rq such that (i) w — pp(v,w) is a probability distribution over
V for each v € V and (ii) pp(v,w) > 0 if and only if v and w are neighbors in G. A
backward policy over G is a forward policy over the G’s transpose graph. For each v € V|
both the forward and backward policies induce a conditional probability distribution over
the space of trajectories in G starting at v as, e.g., pp(7|v) = pr(s1|v) [T pr(sip1]s:) for

T=W—=s — - —sp)e VIt

2.2 GFlowNets

Let X be a finite set and 7: X — R be a positive probability measure on X.
Our objective is to draw samples from 7 and we assume that we only have access to an
unnormalized version of it, m,, which is often called a reward function. Then, define § O X
as a finite extension of & and let Gs = (S, A) be a DAG over S such that (i) there is
a path from each s € S\ X to at least one z € X and (ii) there are no outgoing edges
from any x € X. We call S the set of states and X the set of terminal states; Gg is the
state graph. As an illustration, imagine that S is the set of undirected graphs with K
nodes and X is the set of all fully connected graphs in §. In this context, a generative
flow network (GFlowNet) is a tuple (X, S, s,, pr, pp, Gs, T,) consisting of an initial state
so € 8 and forward pr and backward pg policies over Gg parametrized by neural networks
(BENGIO; LAHLOU, et al., 2023). The policies’ parameters ¢ are estimated to ensure that
the marginal distribution of pr over X conditioned on s, equals the target distribution 7;
ie.,

p(x;0) = Z pr(T]80;0) = 7(x). (2.1)

T:TOX

2.3 Training GFlowNets

The training of GFlowNets is based on one of three trajectory-level balance con-
ditions that provably imply the computationally intractable equality in Equation 2.1.
Firstly, the detailed balance condition (DB) (BENGIO; LAHLOU, et al., 2023; DELEU;
GOIS, et al., 2022) introduces a parametric function Fy: & — R and is defined by a
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flow-matching condition,
Fy(s)pr(s'|s;0) = Fo(s")pr(s]s’; 0) (2.2)

for all adjacent states (s,s’), and a reward-matching condition, Fy(x) = m,(x) for every
x € X; the latter is often overlooked by the literature (PAN et al., 2023; ZHANG; DAI,
et al., 2023; ZHANG; CHEN; LIU, et al., 2023). Secondly, the trajectory balance condition
(TB) (MALKIN et al., 2022) uses a parametric approximation to the partition function’s
logarithm log Zy and is defined by

pr(7(50:0) Zo = pp(T|2; 0)my(2) (2.3)

for every trajectory 7 starting at s, and terminated by x. Thirdly, the contrastive balance

condition (CB) (MALKIN et al., 2022) is defined by
pr(7|s0;: O)pp(7'2"; 0)mu(2’) = pr(7'|50; 0)pp (7|2 0) () (2.4)

for every pair (7,7') of trajectories starting at s, and ending respectively at x and z’.
The GFlowNet is trained to minimize the expected squared log-ratio between the left
and right hand sides of a chosen balance condition under a exploratory policy ¢ with
full support on the state graph Gg’s edges. Representatively, the TB induces Lrg(6) =
E ¢ [(log pF(TS";Q)ZG)z} as a training objective for GFlowNets.

pa(7T|z;0)mu(x)

2.4 Applications of GFlowNets.

GFlowNets were successfully applied to molecule synthesis (BENGIO; JAIN, et al.,
2021), design of biological sequences (JAIN; BENGIO, et al., 2022), robust scheduling
(ZHANG; RAINONE, et al., 2023), discrete probabilistic modelling (ZHANG; CHEN;
MALKIN, et al., 2022; HU et al., 2023; ZHANG; MALKIN, et al., 2022; FALET et al.,
2023), multi-objective discrete optimization (JAIN; RAPARTHY, et al., 2023), combina-
torial optimization (ZHANG; DAI, et al., 2023), causal discovery and structure learning
(DELEU; GOIS, et al., 2022; DELEU; NISHIKAWA-TOOMEY, et al., 2023; SILVA et
al., 2023; ATANACKOVIC et al., 2023), federated learning (ANONYMOUS, 2023a),
Bayesian phylogenetic inference (ANONYMOUS, 2023c,a), low-dimensional stochastic
control (LAHLOU et al., 2023), active learning (HERNANDEZ-GARCIA et al., 2023) and
adversarial games (JIRALERSPONG et al., 2023).

2.5 Simulated annealing

Let h: X — R and consider the task of minimizing h over X. (KIRKPATRICK;
GELATT JR; VECCHI, 1983) proposed a method to solve such combinatorial op-

timization problems by sequentially constructing Markov chains to sample from the
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distributions m(z) o exp{—h(z)/T;} based on a prespecified temperature schedule
Ty > Ty > --- > Tk > 0. Then, asymptotically on K as Tx — 0, (GEMAN; GEMAN,
1984) demonstrated that the coupled chain’s stationary distribution gradually approached
an uniform distribution over the minimizers of A~ when the temperatures are decreased at
a sufficiently slow rate, meaning that the resulting samples are (near-)optimal solutions to
the problem of minimizing h. This method was called simulated annealing (SA) due to
its similarities to the homonymic heat treatment subjected to hard metals in the field of
metallurgy. In our experiments, we show that we can significantly accelerate the detection
of high-probability regions by progressively reducing the target distribution’s temperature
during the training of GFlowNets. The resulting method, which we call SA-GFlowNet, is

outlined in chapter 4.
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3 Revisiting forward-looking GFlowNets

In this Section, we show that the learning objective of FL-GFlowNets does not
imply sampling correctness (Theorem 3.2.1 and that it may be satisfied by models incurring
different marginal distributions over terminal states (3.2.1). However, we first provide a

critical overview on FL-GFlowNets to lay the ground for our theoretical analysis.

3.1 FL-GFlowNets

The FL-GFlowNet is built upon the intuitively plausible principle that the intro-
duction of intermediary signals along a trajectory should speed up the GFlowNet’s training
convergence due to the avoidance of low-probability regions. More specifically, (PAN et al.,
2023) assumed the existence of a function r: & — Ry such that (i) r(z) = m,(z) for every
x e X, (ii) r(s,) = 1 and (iii) the target unnormalized distribution 7, is decomposable as

()= I 2 (3.1)

s—s'er T(S)

for any trajectory 7 terminated by x. Then, the authors introduced a parametric Fy: S —

R-( and estimated the GFlowNet’s parameters # by minimizing the loss function
~ 2
o Fy(s)r(s)pr(s'ls; 0)
Fy(s')r(s")pp(sls’; 0)
for an exploratory distribution & with full support on Gg’s edges (PAN et al., 2023; ZHANG;
DAI, et al., 2023). Noticeably, this criterion is obtained by reparametrizing the function Fjp

Lpr(0) =

s—s/~E

(3.2)

in section 2.3 as Fy(s) = Ey(s)r(s) and computing the squared log-ratio between the left
and right hand sides of the ensuing equality. Theorem 1 of (PAN et al., 2023) (wrongly)
states that Lpr(0) = 0 is sufficient to ensure that the marginal distribution over X in
Equation 2.1 equals the target distribution 7. Moreover, the empirical results of (PAN
et al., 2023; ZHANG; DAL, et al., 2023) suggested that such a simple reparametrization
yielded a substantial acceleration of the model’s speed to identify high probability regions
of the target distribution. Nonetheless, the authors did not consider to evaluate whether
the marginal distribution of a GFlowNet trained to minimize Equation 3.2 approximately
matches the target distribution 7. In fact, as we next show, it does not — there are

inifinitely many parametrizations of (pg, Fy, pp) that minimize Equation 3.2.

3.2 Inderteminacy of the policies

The next theorem ensures that the minimization of the loss function defined

in Equation 3.2 induces a marginal distribution that generally differs from the target
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distribution 7. As we experimentally show in Section 4, FL.-GFlowNet usually learns a
marginal distribution that resembles 7* for some o > 1, which explains its effectiveness in

efficiently identifying high probability regions of 7 relatively to standard GFlowNets.

Theorem 3.2.1 (Incorrectness of the FL-GFlowNets). Assume that 0 minimizes Lrr,

EFM(é) = 0. Then, the marginal distribution of a GFlowNet parametrized by 0 satisfies

pT(x;0) = W (3.3)

which is possibly different of the target distribution m(zx).

Proof. For the sake of simplicity, we omit the dependency of pr, pg, pT and F on 6. In
this case, note that the full support of the distribution ¢ in Equation 3.2 over the finite

space of transitions s — s’ ensures that Lpr(0) = 0 if and only if
F(s)r(s)pr(s'|s) = F(s")r(s)pp(s|s). (3.4)

Thus, pr(7|se) = [lsoser Pr(s']s) = F@r@)/is,)pp(7|z) since r(s,) = 1 by design (PAN
et al., 2023, Assumption 4.1). Therefore, the learned marginal distribution pT over X

satisfies
@)= X prirls) =
T;Tal‘ ~ (35)
For) B
SR LT TR
as Y. r5, P(T]2) = 1 and r(z) = m,(x) for all z € X. O

The next proposition shows that the FL-GFlowNet training criterion is indetermi-
nate in the sense that there are infinitely many forward policies satisfying Equation 3.2 for
a given backward policy; this violates the premises that ensure GFlowNets’ correctness
(BENGIO; LAHLOU, et al., 2023, Proposition 16). Importantly, this statement remarks
the unreliability of FL-GFlowNet’s objective due to the unpredictability of the distribution
it learns. Moreover, it justifies the high variance of the results of (PAN et al., 2023) when

using different initializations for the model’s parameters.

Proposition 3.2.1 (Indeterminacy of the policies). Let pg be a fized backward policy.

Then, there are infinitely many pairs (pr, Fg) satisfying the balance condition
pr(s'|s:0)EFy(s)r(s) = pg(s|s’) Fa(s)r(s) (3.6)

for every transition s — s' in Gs, each of which is a potential solution to the problem of

minimizing Lpr,.
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Proof. We again omit the parameters 6 from our calculations. Let F(s) = F(s)r(s). Choose
an arbitrary positive function F': X — Ry and recursively extend it to § by defining
F(s)= > F(s)ps(sls), (3.7)
s’€Ch(s)
in which Ch(s) is the set of nodes reachable from z in G. Correlatively, define the forward

policy as
F(s")pp(s|s)
Zs”ECh(s) F(S//)p3(8|8”)

In this context, the functions pp, pp and F(s) = F()/rs) jointly satisfy Equation 3.6.

(3.8)

pr(s']s) =

Remarkably, the arbitrariness of F' implies the existence of infinitely many solutions to

the problem of minimizing Lgy . O

To illustrate Theorem 3.2.1, consider the graph in Figure 1 with & = {s,} UX =
{80, 1,22} and a forward policy pr satisfying pr(z1]s.;0) = a and pr(xs|s,; 0) = 1—«; the
backward policy pp is characterized by pp(s,|z;) = 1 for i € {1,2}. In this context, define
the function Fj by Fg(azl) = my(a1), 159(1’2) = 1=0/r,(z2) and Fg(SO) = 1. Remarkably,
the pair (pg, Fy) fulfills the balance condition in Equation 3.6 for any a € [0,1] and
the marginal distribution learned by the GFlowNet is p™(x;) = a and pT(zs) = 1 — a,
which is conspicuously unrelated to the target distribution 7(z). This shows that there are

uncountably many distributions obtainable by minimizing the loss function in Equation 3.2.

Figure 1 — An instance of the graph Gg with & = {s,} UX = {s,, x1, 22}, pr(x1]s,;6) = «
and pp(xasy; ) =1 — a.

3.3 Revisited FL-GFlowNet

We show in the next theorem how to fix the training objective of FL-GFlowNets

by including the reward-matching condition defined in section 2.3.

Theorem 3.3.1 (Revisited forward-looking GFlowNets). Let pr and pg be the forward and
backward policies of a GFlowNet and Fy: S — Req be a parametric function. Assume that
the unnormalized distribution m, is multiplicatively decomposable according to Fquation 3.1.

Define the reward-matching

L (2:0) = (log Fy(z))? (3.9)
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Figure 2 — Comparison between the learned pT and targeted =« distributions for FL-GFN
and Revisited FL-GFN. As stated by Theorem 3.2.1, FL-GFN learns a distri-
bution proportional to the product F(x) - m(z) (mid-right and right plots) that
radically diverges from the target distribution (mid-left and left). In contrast,
Revisited FL-GFN learns a marginal distribution that precisely matches the
target m — as expected from Theorem 3.3.1. We denote by Small the experi-
ments in which [/| = 8 and |W| = 12 and by Large the ones in which || = 12
and |W| = 18.

and the flow-matching condition

Fy(s)r(s)pr(s']s; 9))> ‘ (3.10)

Fy(s)r(s")pp(s|s'; 0

Then, fix an o > 0 and a distribution & with full support on the space of trajectories in

Lru(s,s';0) = (10g

Gs. Let § be a parameter that globally minimizes the loss function L%, with

L (0) = Epoe [1 S Lrw(s, s'50) + algar(a; é)] : (3.11)

|7—‘ s—s’
x being the terminal state of the trajectory v. Then, the marginal distribution pT(-;é)

matches the target 7.

Proof. Let © be the parameter space underlying the architecture of Fy and define F': S x
© — Rug by F(s;0) = Ey(s)r(s). Since the distribution ¢ is fully supported on the state
graph Gg’s edges, L%, (0) = 0 if and only if Lpp(s,s;0) = 0 and Lry(x;0) = 0 for
every viable transition (s,s’) € S x S and every terminal state z € X'. This implies that
the function s — F'(s;0) and the policies pr and pp jointly satisfy the detailed balance
condition in Equation 2.2 and the corresponding boundary conditions F'(x;0) = m,(x)
for every x € X. Hence, Theorem 2 of (LAHLOU et al., 2023) ensures that the learned

marginal distribution in Equation 2.1 matches . O]

Theorem 3.3.1 corresponds to a reparametrization of the detailed balance condition
to account for the availability of intermediate signals along an unfinished trajectory.
Notably, our experiments suggest that this corrected version of FL-GFlowNet does not
consistently accelerate the training convergence relatively to standard GFlowNets, as
opposed to previous results (PAN et al., 2023; ZHANG; DAI et al., 2023). However, we

believe that the criterion in Theorem 3.3.1 is the best option if one is unable to sample
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Figure 3 — Convergence speed of different training schemes. (Left) The contrastive balance
criterion leads to a faster convergence in terms of total variation distance
than alternative training objectives. (Right) The effectiveness of the Revisited
FL-GFlowNet does not significantly depend on the chosen intermediate reward
function in the task of set generation.

| = 20, W] = 30 U| = 60, W] = 80

—— Rev. FL-GFN
0.6 —— FL-GFN

Density

0.2

0.0

log 7, ()

Figure 4 — KDE fit of log 7, (z)’s distribution for z ~ pT(x;#) at different training stages;
the lines’ opacity increases as training progresses. The discrepancy between
Rev. FL-GFlowNet and FL-GFlowNet becomes increasingly noticeable as we
endeavor to generate larger sets. (PAN et al., 2023) observed a similar trend
when comparing FL-GFlowNet with standard GFlowNets.

complete trajectories due to memory constraints and function r is cheap to evaluate, as in
(ZHANG; DAL, et al., 2023). Furthermore, although Theorem 3.3.1’s proof remains valid

for any weighting o > 0 between Lgyr and Lgys, we fix a = 1 in our experiments.

3.4 Vagueness of the intermediate rewards

As we previously said, (PAN et al., 2023) assumed the existence of an extension r of
the unnormalized distribution m, satisfying the conditions of Equation 3.1; the restriction
of r to §\ X was called an intermediate reward function and was judged solely responsible

for significantly accelerating the training convergence of GFlowNets. Nonetheless, any
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function over X is factorizable accordingly to the product in Equation 3.1 and it is
mostly unclear how to design an advantageous factorization yielding the apparent drastic
performance improvements observed by (PAN et al., 2023; ZHANG; DAL, et al., 2023) (see
also (ANONYMOUS, 2023b)). Indeed, the authors of (PAN et al., 2023)’s follow-up works
(ZHANG; DAI, et al., 2023; ZHANG; CHEN; LIU, et al., 2023) repeatedly state that such a
reparametrization enables the GFlowNet to “learn from incomplete trajectories". However,
this justification is deceiving as any transition-decomposable balance condition such as
the detailed-balance condition is amenable to gradient-based learning over incomplete
trajectories; this property isn’t distinctive of FL-GFlowNets and doesn’t outshine it. Indeed,
we verify in chapter 4 that the efficacy of FL-GFlowNets does not significantly depend

upon the choice of r.
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4 Experiments

4.1 Task description

The task consists of iteratively adding an element taken from a warehouse W to
an initially empty set U until U achieves a prescribed size S. We assign a value p,, to each
element w € VW and our objective is to train a GFlowNet to sample a set U proportionally
to exp {X> e Pw}- Moreover, we consider three different models for (PAN et al., 2023)’s
intermediate reward functions to assess FL-GFlowNet’s sensibility to this design choice.

More specifically, we define

logr1(U) =D pw, logra(U) =0, and logrs(U) = > pl, (4.1)

weld weld
for [U| < S, ri(0) = 0 and r;(U) = ri(U) for i € {1,2,3} and |[U| = S. The function r(U)
was chosen by (PAN et al., 2023). The values of p,, and p/ are uniformly picked from [0, 1].

4.2 Experimental setup

We use an MLP with two 32-dimensional hidden layers with LeakyRELU activations
to learn a latent representation of each set &/ C W. This representation is linearly projected
to the vector of logits defining the forward policy pr and the function F. Moreover, we fix
the backward policy pp as a uniform distribution. As (PAN et al., 2023), we use Adam
with learning rate 1073 to update the model parameters during the training phase. We
fix the exploratory policy £ as an equally weighted mixture between the learned policy
pr and an uniform policy. To implement SA-GFlowNet, we use a logarithmic scheduling
of temperatures starting at 7' = 2% and finishing at the target temperature during the

first-half of training; the second-half is devoted to the ultimate target .

4.3 Empirical validation of theoretical claims

Figure 2 demonstrates the incorrectness of FL-GFlowNet’s formulation by showing
that the distribution learned by FL-GFlowNet is strikingly different of the target distri-
bution 7. Correspondingly, Figure 4 suggests that the training scheme of FL-GFlowNet
leads to a significantly right-skewed distribution of the unnormalized log-density log m, ()
at earlier training iterations; this right-skewness increases as the size of the generated sets
grows. Critically, this pattern was observed by (PAN et al., 2023; ZHANG; DAI, et al.,
2023) and was incorrectly considered an advantage of FL-GFlowNet in comparison with

other methods. Nonetheless, the results in Figure 4 only indicate that the discrepancy
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Figure 5 — Training a GFlowNet to sample proportionally to exp {% log Wu(x)} for T =

273 (SA-GFN) speeds up the detection of modes relatively to FL-GFlowNet
(FL-GFN). (Left) KDE fit to logm,(z). (Right) Complementary cumulative
distribution function for 7,(x). We set [U| = 60 and |W| = 80.

between FL-GFlowNet and the target distribution 7 is an increasing function of the size of
7’s support. In this context, the training scheme proposed by (PAN et al., 2023) should not
be used if one wishes to carry out Bayesian inference by using a GFlowNet as a variational
approximation to the posterior distribution, as in (DELEU; NISHIKAWA-TOOMEY,
et al., 2023). On the other hand, if one is willing to sacrifice distributional correctness in
favor of oversampling from high-probability regions of 7, it may suffice to use a colder
version of 7 as the target distribution, as we show next (see also (ZHANG; RAINONE,
et al., 2023)).

4.4 Sensibility to the intermediate reward functions

Figure 3 (left) shows once more that the originally formulated FL-GFlowNet
doesn’t converge to the target distribution during training and that its corrected version,
outlined in Theorem 3.3.1, does not accelerate the training convergence. Intuitively, a
reparametrization of the function Fy leaves untouched the central problem of estimating
the forward and backward policies. Thus, there doesn’t seem to exist any compelling
evidence for believing that Revisited FL-GFlowNet would lead to significant performance
improvements over alternative training schemes. This belief is further supported by the
indifference of Revisited FL-GFlowNet’s convergence speed to the chosen intemerdiate
reward function, as depicted in Figure 3 (right). Indeed, our experiments suggest that the
CB criterion induces the fastest training convergence compared with other objectives, a
fact previously mentioned in (ANONYMOUS, 2023a).
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T=273 T=27°

Without SA | 0.012+0.001 | 0.123+0.022
With SA 0.010+0.003 | 0.011+0.005
U|=8, W|=12

T =23 T =25
Without SA | 0.040+0.008 | 1.532+0.030
With SA 0.031+0.004 | 0.224+40.012

=12, |[W|=18

Table 1 — L; distance between the learned and the targeted distributions for a GFlowNet
trained without (top row) or with (bottom row) SA to sample sets proportionally

to exp {% S weut pw} for T € {273,275}, Interestingly, a SA scheme radically
improves the quality of GFlowNet’s approximation. Results are averaged across
three random seeds.

4.5 Assessment of the SA-based training of GFlowNets

Figure 5 suggests that training a GFlowNet to sample proportionally to exp {% Y weud pw}
for T' < 1 enhances the mode-seeking capabilities of GFlowNets in comparison with FL-
GFlowNets (note, however, that neither model matches the initial target distribution).
Correlatively, Table 1 shows that slowly decreasing the target’s distribution temperature
during training accelerates the convergence to sparse distributions. Intuitively, this ap-
proach resembles a curriculum-based training of GFlowNets (BENGIO; LOURADOUR,
et al., 2009), as we start with a simple (high-entropy, large T') target and gradually modify

the learning objective towards a complex distribution (low-entropy, small T').
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5 Conclusions

We laid a rigorous theoretical and empirical analysis showing that the recently
proposed FL-GFlowNet (PAN et al., 2023) catastrophically fails to learn to sample from
a given distribution. Our experiments suggest that the model’s remarkable performance
in finding high-probability regions is due to the excessive right-skewness of the learned
distribution and that the reparametrization of the detailed balance objective doesn’t
accelerate the training convergence of GFlowNets, as suggested (ZHANG; DAI, et al.,
2023). We hope that this work will strengthen the community’s understanding regarding
the selection of training schemes for parameter estimation of GFlowNets, as well as their

entailments.
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