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Resumo

Irumeras organizecees estao interessadas em coletar informacoees es-
trakgicas de seus reposibrios de documentos. Essa preocupacaoe especial-
mente relevante para a incustria deoleo e s, que possui grandes reposibrios
de relabrios geocient cos de \arias cecadas de produwcao. Disponibilizar esta
informacao em um formato estruturado pode desbloquear informacees valio-
sas dessanontanhasde dados, o quee crucial para apoiar uma vasta gama
de aplicacees industriais e académicas. Contudo, a maioria dos recursos para
processamento de linguagem natural foi construda com textos de domnio
geral extrados da Internet e escritos principalmente em inglés.

Esta tese apresenta uma metodologia para extrair entidades e relacees
geocient cas de documentos ecnicos e povoar um grafo de conhecimento -
o Petro KGraph Tamkem desenvolvemos um conjunto abrangente de recur-
sos de processamento de linguagem natural e extracao de informacees para
a industria deoleo e cas em portugués. Ao longo do texto, descrevemos 0s
recursos de processamento de linguagem natural e extracao de informacoees, 0
processo utilizado para treinar os modelos de aprendizado de maquina e revi-
samos a literatura relevante. Por m, avaliamos cada modelo e a metodologia
como um todo.

Desenvolvemos uma abordagem inovadora para o Entity Linking que per-
mite encontrar novas entidades akm das p conhecidas. Outra contribucao
cruciale que os recursos e procedimentos de avaliacao constituem uma nova
referéncia para a Ingua portuguesa e o domnio das geociéncias. Avaliamos
um sistema de recuperacao de informacao utilizando Retro KGraph para
expandir suas consultas, que apresentou um resultado um pouco melhor que o
sistema sem expansao de consultas. Os planos para trabalhos futuros incluem
0 aprimoramento de um conjunto de teste de recuperacao de informecees, a
comparacao dos resultados usando diferentes algoritmos de vetorizacao de
grafos e o teste de modelos de linguagem larcados aps os modelos BERT.



Abstract

Numerous companies are interested in gathering strategic information
from their document repositories. It is especially relevant for the oil and
gas industry, which has large repositories of geoscienti ¢ reports from several
decades of production. Making this information available in a structured for-
mat can unlock valuable information among thesenountains of data, which
is crucial to support a wide range of industrial and academic applications.
However, most natural language processing resources were built with general
domain texts extracted from the Internet and written primarily in English.

This thesis presents a methodology for extracting geoscienti ¢ entities and
relations from technical documents and populating a knowledge graph - the
Petro KGraph We also developed a comprehensive set of natural language
processing and information extraction resources for the oil and gas industry in
Portuguese. Along the text, we describe the natural language processing and
information extraction resources, the process used to train machine learning
models, and review relevant literature. Finally, we evaluate each model and
the overall methodology.

We developed an innovative Entity Linking approach that allows nding
new entities beyond those already known. Another crucial contribution is
that the new resources and evaluation procedures constitute a new bench-
mark for the Portuguese language and the geoscience domain. We eval-
uated an information retrieval system using thePetro KGraph to expand
its queries, which presented a slightly better result than the system with-
out a query expansion. Plans for future work include building an improved
information retrieval test set, comparing the results using di erent graph
embedding algorithms, and testing language models launched after BERT
models.
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1 Introduction

Most companies need help searching and extracting information from their in-
ternal reports. Information retrieval and information extraction are essential
research topics central to most tech companies' Research and Development
(R&D) portfolios. Especially in such a strategic area as the Oil and Gas
(O&G) industry, it is crucial to address this problem. In an experiment by
Cleverley[50], information professionals from an oil and gas company found
only 27% of the information they were searching for. The participants had
search experience, such as librarians, information management consultants,
data managers, or technical assistants; thus, the scenario for geoscientists,
petroleum engineers, and other professionals would be worse.

We can divide the data into structured, unstructured, and semi-structured.
The structured type refers to data in a table format, such as relational
databases and spreadsheets. Unstructured data are les without structure,
like raw text, images, videos, audio, and logs. Lastly, the semi-structured
documents follow self-describing structures that use tags or other marks to
enforce hierarchies and semantic elements; the most common semi-structured
formats are the Extensible Markup Language (XML) and JavaScript Object
Notation (JSON)[173]. Attention has been paid to structured databases for
a long time, but unstructured and semi-structured documents have a higher
share. For example, about 80% of the business data in the oil industry are
unstructured or semi-structured[39].

An oil eld is a complex system that aims to extract oil and gas from an
underground reservoir. The components of this system are geologic forma-
tions; uids, like oil and gas, but also water and carbon dioxide; kilometers
of drilled wells, valves, chokes, wellheads, and pipelines; treatment facilities;
and storage and o oading tanks. The components of this system are in
one or more oil platforms more than a hundred kilometers from the coast.
The wellheads and submarine equipment are on the sea oor, sometimes more
than two thousand meters below sea level. Dozens of wells can drill the rock
formation across a wide salt layer, and the oil and gas reservoir can be more
than six thousand meters from the surface. It is a data-intensive system, and
about 30% of valuable information in an oil eld is in structured databases;
the remaining 70% is in unstructured les[39].

Some examples of unstructured documents useful for industrial purposes
are technical reports, scienti ¢ papers, operational and laboratory reports,
radio messages, thesis and dissertations, and camera images. Even relational
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databases have some textual elds. These elds store historical events of
breakages, failures, and maintenance[78]. For example, daily reports pro-
duced by operational teams of petroleum companies can provide rich infor-
mation about the assets and bring insights derived from other oil elds with
similar conditions.

Extracting information from documents and making them available in a
structured format is a way to unlock the value of the data in the oil and
gas industry. Geoscienti ¢ information is present in almost all lifecycles of
oil production. It is a common subject present in several kinds of technical
reports. This thesis proposes a methodology to populate a knowledge graph
with geoscienti ¢ entities and relations extracted from technical documents.

1.1 Motivation

Petroleum companies, including Petrobras, have invested in research to un-
lock their unstructured data and launched projects in information extraction
and information retrieval. In our Literature Review chapter, we present sev-
eral research studies and applications that use natural language processing
to solve problems in the sector. Thus, we can identify some academic and
industrial reasons for a thesis that aims to extract information from technical
reports.
Some academic motivations are:

" The eld of natural language processing has experienced signi cant
growth over the past years, primarily due to the development of large
language models. While these models have shown promise in solving
various language-related problems, speci ¢ sectors and domains are still
uncertain about how to use them e ectively for their speci c issues. As
such, there is a need for continued research and exploration to unlock
the full potential of natural language processing and its applications
across various industries.

Some machine learning methods have been consolidated for general
domains, such as Wikipedia and internet data. However, they should
be tested in domain-speci ¢ and industrial applications with much less
data available[163]. The knowledge representation of the domain, such
as ontologies and knowledge graphs, can improve the performance and
speed up the training of new models.



" The collective knowledge and agreement of a particular community
in uence the quality of an ontology. In the geoscience community, some
concepts change depending on the subdomain, working habits, and the
people's background. Researchers have published papers targeting this
situation. For example, Garcia et al.[80] published a core ontology
dedicated to geoscienti ¢ entities and relations, the GeoCore. Based
on that ontology, other researchers have expanded ontologies for oil
and gas applications[45, 46, 81, ]. These ontologies can enable the
development of many semantic technologies.

For the industrial perspective, the motivations are:

" In some industries, reports and data become obsolete fast. It is not
valid for geoscienti c documents. A report written three decades ago
could be of great value nowadays. Oil and gas operators have large
repositories of technical documents. For this thesis, we had access to
the Petroles[55], a public dataset for academic purposes, and the inter-
nal Petrobras repository with more than 1 million technical reports.

This research is part of a broader initiative to develop a search engine
with question-and-answer functionalities, and we will test all proposes
made in this thesis in a real-world environment.

Resources for Natural Language Processing are more abundant in En-
glish and Chinese than Portuguese, despite the number of lusophone
people and their importance in the oil industry.

1.2 Hypothesis and research objectives

Academia and industry have been exploring alternative ways to connect data
from various databases, formats, sources, and organizations. However, most
of these initiatives concentrate on structured databases. Our goal is to incor-
porate unstructured data in this context, and the rst step towards achieving
this is to have an e ective search system that can help extract insights from
unstructured data.

Thus, our hypothesis is:

A search system specialized in geoscienti ¢ reports presents
better results when powered by a geological knowledge
graph.
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Therefore, our research aim is:

Populate a knowledge graph with geoscienti c entities
and relations extracted from technical documents.

To achieve our goal, we set speci c targets, such as:

A

Select an appropriate corpus of technical documents;

Choose a top and core ontology that represents important concepts
and relations for geoscientists and de ne new concepts and relations as
needed,

Annotate documents with examples of geoscienti ¢ entities and rela-
tions, following the de ned ontology;

Train and evaluate speci c machine learning models that extract en-
tities from text, link them to the ontology, and nd relations between
them;

Evaluate the pipeline that concatenates all the trained models in a pro-
cedure that automatically populates a knowledge graph from a corpus
of geoscienti c reports.

In the following chapter of this thesis, we introduce the theoretical back-
ground of machine learning, knowledge graphs, semantic technology, natural
language processing, and their applications in the oil and gas industry. This
chapter serves as the foundation for the subsequent chapters of the thesis.
We formally state the problem, describe the resource (corpora, ontology, and
embedding models), and present the model architecture and training proce-
dure in detail in chapter three. Additionally, we provide a comprehensive
evaluation and discussion of the presented models in chapter four, followed
by a conclusion chapter.
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2 Literature Review

In this chapter, we review the relevant bibliography for the development of
this thesis. We have divided this chapter into four main sections: Machine
Learning, Knowledge Graphs and Semantic Web Technology, Natural Lan-
guage Processing, and Applications in the Oil and Gas Industry. In the
Machine Learning section, we present the historical evolution of the subject
and the main concepts. We also provide details on the deep learning archi-
tectures necessary for this thesis. We reserve the second section for de ning
knowledge graphs and describing the theories and technologies that support
the Semantic Web. Then, we review the seminal works and the main tasks
in the Natural Language Processing area, such as language models, named
entity recognition, and relation extraction. Finally, we present a systematic
literature review of natural language processing papers applied to the oil
industry.

2.1 Machine Learning

Before we state the de nition of machine learning and go deeper into its
algorithm, it is crucial to establish the context where machine learning is.
In 2007, the Turing award laureate Jim Gray presented a famous talk and
showed the four science paradigms[98]. The rst paradigm was empirical
science, in which all the scienti ¢ knowledge comes from experiments. For
thousands of years, humankind was in the rst paradigm. Then, a few hun-
dred years ago, Kepler, Newton, and Maxwell created theories to explain the
world and started the second paradigm, the theoretical science. These the-
ories evolved into laws, equations, and models, making complex simulation
systems possible, the third paradigm.

Nowadays, the amount of data generated is so huge that the scienti c
tools are qualitatively di erent. We can learn from data and then formulate
theories to explain the world. Jim Gray named the fourth paradigm of science
the scienti ¢ practices that use data intensively.

Several arti cial intelligence projects tried to embed knowledge from the
world in a system or software. The knowledge base approach translates the
empirical knowledge into some formal language. The statements and rules
are hard-coded in the software; thus, the computer can automatically reason
using logical inference. In many situations, hardcoding the knowledge in
software is not easy. Therefore, using an articial intelligence system to
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extract patterns from raw data and generate knowledge is worthwhile. It
is the learning approach, also known as machine learning. Applying these
systems in real tasks allows them to extract knowledge from the real world
and make decisions that look subjective[37].

Tom Mitchell[154] gave a formal de nition of machine learning:

\A computer program is said to learn from experience E
with respect to some class of tasks T and performance
measure P, if its performance at tasks in T, as measured
by P, improves with experience E."

Therefore, we can use the learning approach when we have a speci c task
and enough examples but do not know an analytic solution. We use examples
to build an empirical solution on the machine learning approach. Formally,
we have the inputx, the data examples, and an ideal target functiorf :

X 1 Y, whereX is the space of all possible inputg and Y the space of all
outputs y.

Our examples are a dataset composed of pairs of inputs and outputs
(X1;Y1); 5 (Xny Yn), Wherey, = f (x,) for n = 1;:::; N. After all, the learning
algorithm A uses the input-output dataset to select a functiog: X ! Y
that approximates to the ideal target functionf. The algorithm selectsg
from a hypothesis spacédi [4] (Figure 1).

The learning approach can be used in several tasks, and the most common
are classi cation and regression. We should predict which label or class an
input x; belongs in classi cation tasks. In regressions, we infer a valyefrom
a continuous range based on the input;. In their textbook, Goodfellow et
al.[87] listed other examples of machine learning tasks, such as classi cation
with missing inputs, transcription, machine translation, structured output,
anomaly detection, synthesis and sampling, imputation of missing values,
denoising, and density estimation or probability mass function estimation.

Researchers have used many machine learning algorithms; however, in
the last decade, they achieved impressive results using deep learning. The
fundamental algorithm of deep learning architectures is the feedforward neu-
ral network (or multi-layer perceptron). A neural network is an algorithm
that learns a function g that maps an input x; to the target y; based on a
set of parameters . During training, the parameters are adjusted so that
a(xi; ) yi. Neural networks are the building blocks for many applications.

The premise behind learning algorithms is that the features we want to
learn are present in the input datax. Classical machine learning algorithms
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Figure 1: Basic setup of the learning problem[4]

usually procesx before feeding it as input. The activity of pre-processing

is known as time-consuming work and is named feature engineering. Machine
learning can be used not only to map from features to output but also from

X to the representation of the features. It is known as representation learn-
ing and can perform better than hand-design representations. Deep learning
architectures allow a cascade of representation layers, and each layer succes-
sively increases the complexity of the representation. Another perspective
of deep architectures is that the deep layers emulate a multi-step program.
Each layer processes inputs and feeds the next layer with its outputs; it can
work as a sequential instruction[87] (Figure 2).
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Figure 2: The owchart shows how the di erent parts of an arti cial intelli-
gence system relate to each other. Shaded boxes indicate components that
can be learned from data.[S7].

The evolution of arti cial intelligence and machine learning is a long
journey, and their background comes from ancient philosophers and mathe-
maticians. Computer science was developed in the rst half of the twentieth
century, and machine learning research witnessed signi cant progress. How-
ever, in the '70s and '80s, research funding for this area decreased after
intense criticism about the lack of results. This period became known as
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\Al winter". In the twenty- rst century, the availability of large datasets
and computational power allowed the resurgence of several machine learning
techniques developed before the \Al winter". Nowadays, many commercial
systems use machine learning models, and some of them have achieved better
results than average humans in several tasks.

To illustrate this long journey, we compile a timeline with important
milestones in developing arti cial intelligence and machine learning.

384 BC{322 BC - Aristotle wrote The Organon and described
a formal method to deduce conclusions from premises, the syllo-
gism[9].

300 BC - Euclid wrote the Element, the oldest mathematical
large-scale work using deductive methods[70].

780 - 850 - Muhammad ibn Musa al-Khwarizmi developed al-
gebra as a discipline and, from his name, derived the term algo-
rithm[115].

1620 - Sir Francis Bacon wrote The New Organon, an allusion
to Aristotle's work. He developed a theory of knowledge and
inductive logic[14].

1763 - Richard Price published an essay presenting the under-
pinnings of Bayes' theorem[18].

1812 - Laplace expanded the work of Price and Bayes and pre-
sented the actual formulation of Bayes' theorem[212].

1837 - Bernard Bolzano introduced the rst modern de nitions
of semantic concepts[29].

1854 - George Boole developed symbolic logic and invented Boolean
algebra[30].

1913 - Bertrand Russell and Alfred Whitehead published Prin-
cipia Mathematica. It is considered one of the most important
works in mathematics, logic, and philosophy[233].

1913 - Andrey Markov described the poem Eugene Onegin using
the technique that later became known as Markov Chains[14?2].

1937 - Alan Turing proposed an abstract computing device that
became known as Turing Machine[221].
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1943 - Warren McCulloch and Walter Pitts published the foun-
dations for arti cial neural networks[146].

1948 - Claude Shannon published \A Mathematical Theory of
Communication" and founded Information Theory[197].

1950 - Turing proposed the Imitation Game, a test to measure
the intelligence of machines[220].

1951 - Marvin Minsky and Dean Edmonds built SNARC - Stochas-
tic Neural Analog Reinforcement Calculator - the rst neural net-
work machine[152].

1952 - Arthur Samuel created a machine learning program that
plays checkers[188].

1957 - Noam Chomsky published the Syntatic Structures and
presented the Generative Grammar[42].

1958 - Frank Rosenblatt developed the algorithm perceptron[185].

1960's - Peter Naur used the term \datalogy" as the science of
data and data processes[214].

1960's - Ray Solomono introduced Bayesian methods and de-
veloped the Algorithmic Probability and the General Theory of
Inductive Inference[206].

1964 - Daniel Bobrow designed the question-answer system STU-
DENT, one of the rst natural language processing programs[28].

1965 - Joseph Weizenbaum built the rst chatbot, ELIZA[232].

1965 - Gordon Moore showed that computers' memory and speed
doubled every two years. This tendency became known as Moore's
Law[155].

1968 - Joel Moses launched Macsyma, the rst successful knowledge-
based system[156].

1970 - Seppo Linnainmaa published the bases of backpropagation
method[127].

1974 - Marvin Minsky compiled several ideas about semantic
links in the paper \A Framework for Representing Knowledge"[151].

1982 - John Hop eld developed Hop eld networks, a type of
recurrent neural network[103].
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1984 - Douglas Lenat started Cyc, a long-term project to pro-
duce a comprehensive ontology and knowledge base with the basic
concepts about how the world works[124].

1986 - David Rumelhart, Geo Hinton, and Ronald Williams
used backpropagation to learn internal representations[187].

1995 - Corinna Cortes and Vladimir Vapnik developed support-
vector machines using non-linear kernels[57].

1997 - IBM's Deep Blue chess program beat the world champion
Garry Kasparov[35].

1997 - Sepp Hochreiter and Jargen Schmidhuber invented long
short-term memory (LSTM) recurrent neural network[101].

1998 - Tim Berners-Lee published the \Semantic web roadmap"
paper, \a plan for achieving a set of connected applications for
data on the Web"[25].

2004 - The World Wide Web Consortium recommended Web On-
tology Language (OWL) as the language for de ning ontologies
on the Web[19].

2006/2007 - Several papers showed the importance of depth
in neural networks. These works popularized the term \deep
learning"[99][22].

2007 - Jim Gray, Turing awardee, presented data-driven science
as the fourth paradigm of science[99].

2011 - IBM's system of question and answer (Q&A), Watson,
beat two human champions in the game show Jeopardy![74].

2013 - Tomas Mikolov published the word2vec algorithm, an
e cient way to represent words in a vector space[148, ]

2017 - Vaswani et al. propose the Transformer model in the
seminal paper Attention is All you Need[225].

2019 - Google launched BERT, a transformer model that achieved
state-of-the-art in most natural language processing tasks[65].

2022 - OpenAl launched ChatGPT, a chatbot application that
reached 100 million users within two months of operation[105].
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After a long history of developments, in the last decade, machine learning
researchers have witnessed extraordinary advances. Most were related to
multilayer feedforward neural networks and other deep learning architectures.
In the following subsections, we detail some of these architectures.

2.1.1 Deep Learning

A deep feedforward network, also known as a feedforward neural network
or multilayer perceptron (MLP), is the basic building block of deep learning
architectures. Its objective is to adjust parameters in a way that approx-
imates a functiong to the ideal target function f . We call them networks
because the functiorg can comprise several functions. For example, we can
approximate

f(0 9% = gs(3(a(x)): (1)

In this case,x is the vector with the input features, and it will to be used

in g;, the rst layer of the network. In the same way, the output ofg; is
the input for the second layer,g,(g:(%)). Finally, the output of our network
will be g(%) = g(g(0:(%)))[87] (Figure 3). Each layerg,, g, and gz are
parametrized, respectively, by, >, and 3. Therefore, the nal function is

F0 907 25 8) = 9(9(9:(X )i 2)i B): @)

At the beginning of the '40s of the twentieth century, Warren McCulloch
and Walter Pitts emulated the \all-or-none" characteristics of nervous activ-
ity in their proposition of an arti cial neural network[146]. Each node in the
layer g;(%) should only be activated if it reaches a certain threshold. The
exact thresholds for each node depend on the correct adjustment of In
1951, Marvin Minsk and Dean Edmond built a randomly wired neural net-
work. Their node connections - that is, the parameters - are adjusted based
on recent reactions. They called it the Stochastic Neural-Analog Reinforce-
ment Computer (SNARC)[152]. Furthermore, seven years later, Rosenblatt
developed the perceptron algorithm. He designed perceptron \to illustrate
some of the fundamental properties of intelligent systems in general, with-
out becoming too deeply enmeshed in the special, and frequently unknown,
conditions which hold for particular biological organisms"[185].

In the perceptron, we combine the weights; to form a result and then
compare it to a threshold. Perceptron uses features, with x; 2 RY, to
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Figure 3: A deep feedforward network is also known as a feedforward neural
network or multilayer perceptron (MLP).

classi cation:

xd
Classi cation is true if iX; > threshold

i=1
Xd
Classi cation is false if iX; < threshold
i=1
More compactly, we can rewrite the formula as:

[ [
¥ ! !
g(x) = sign iXi +Db (3)
i=1
If g(%) = +1, the classi cation is true; consequently, ifg(x) = 1litis
false. The bias elemenb determines the threshold[4].
However, how should we adjust the weights and bias during the train-
ing? To answer this question, David Rumelhart, Geo Hinton, and Ronald
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Williams used the mathematic background presented by Seppo Linnain-

maa[l127]. They implemented the backpropagation method as the learning
procedure in neural networks[187]. The procedure repeatedly adjusts weights
and biases to minimize the di erence between the current and desired output.

The weight adjustment using backpropagation results in

\internal "hidden' units which are not part of the input or output
come to represent important features of the task domain, and
the regularities in the task are captured by the interactions of
these units. The ability to create useful new features distinguishes
backpropagation from earlier, simpler methods."[187]

They changed thesign function in the perceptron algorithm by the non-
linear logistic function. The logistic function is di erentiable and ranges
monotonically from zero to one. Now, we have the following functiog:

1
o(x) = L (4)
( ixi)*b
1 + e i=1
If we have a nite training set of input-output, we can calculate the error
for a speci ¢ set of weights . Depending on the desired task, we can choose

di erent error formulas. Let us say that the error is

1 X X
E = > (Gcj yc;j)z; ©))
c
Where c is the index over input-output train examples,j is the index
over output units (remember, we can have a vector as output in a multiclass
classi cation, for example), g is the value of the function using the current
weights, andy is the desired value. Now, we calculate the derivative of the
error and propagate it backward from the output layer to the input, passing
through all hidden units. Then, we update the value of the weights in the
direction of their derivatives. We start computing the derivatives to each
output unit:

@E
@g: g Y (6)

Applying the chain rule, we compute@ E=@x
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Di erentiating the logistic function (Equation 4), we have
@E @E
—=—0g0 g 8
@x @ggj( g) (8)

Now, we know how an input in the last layer will a ect the error, so we
can compute how changing the weights also a ects the error;; is the weight
of a connection between unif, from a lower layer, andi, to the last layer.

@E_ @E@x
@i @x@;i 5
As we havex; as a linear combination fromg (x; = i G i ), then

@x _
@;i

(9)

g (10)

and

@E @E
- =5 11
@, @?(g (11)

We can calculate the contribution of thei™™ unitto @E=@g

@E@x _ @E
@x@g @x'

Take all connection from thei™ unit we have

@E_X @E
@ , @'

We computed the@ E=@ pr any unit in the penultimate layer; thus, we
can repeat this procedure for every hidden layer back to the input (Figure

4). The adjustment of the weights using the backpropagation method allows
the construction of internal representations in the hidden layers.

(12)

(13)

22



Figure 4. Gradient ow

The backpropagation method addresses the problem of adjusting parame-
ters after each learning iteration. However, criticism about the generalization
capability of the perceptron algorithm remained. For that reason, George
Cybenko and Kurt Hornik developed the theory of the universal approxima-
tion of neural networks. They showed that \arbitrary decision regions can
be arbitrarily well approximated by continuous feedforward neural networks
with only a single internal, hidden layer and any continuous sigmoidal non-
linearity"[60]. Thus, if su cient layer units are available, the neural network
behaves like a universal approximator. They also conclude that it is not
the activation function that gives it this characteristic but the multilayer
architecture itself[104].

In 2006, Hinton et al. popularized deep learning research by stating that
not only are neural networks universal approximators, but we could com-
bine them in sequential modules. Each module - that is, each layer - is
a universal approximator and learns something di erent from the previous
model. Deep learning architectures sequentially modify the input by nonlin-
ear transformations and create internal representations that help to achieve
better results[99].

Yoshua Bengio and Yann LeCun presented three dimensions of e ciency
desired in a learning algorithm[22]:

1. Computational - the number of computational processing during the
training and inference phase should be a ordable.

2. Statistical - a feasible number of examples for a good generalization,
especially labeled data.
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3. Human involvement - the amount of human work necessary to adjust
the model, mainly in feature engineering.

Deep neural networks have become popular because of computational and
statistical dimensions. Even though some algorithms were invented in the
1980s, they were not feasible due to the lack of processing power and labeled
data. Nowadays, we can save time using internal representations in deep
layers instead of manually engineering features.

Deep learning architecture also allowed the sharing of internal represen-
tations between di erent tasks. The Bengio and LeCun thesis is that \one
should not consider the large variety of tasks separately but as di erent as-
pects of a more general problem"[22]. Thus, after training a model in a
variety of tasks, it may generalize for a new task just by being trained in
a small set of examples. They hypothesized that many tasks may be built
around interrelated concepts and share common representations. They also
suggested \the learning algorithms should:

A

work with a large repertoire of architectures;

handle large families of functions, parameterized with millions of indi-
vidual parameters;

be trained e ciently even when the number of training examples be-
comes very large;

discover concepts that can be shared easily among multiple tasks and
multiple modalities (multi-task learning), and that can take advantage
of large amounts of unlabeled data (semi-supervised learning)."[22]

However, the complexity of deep learning architectures continues beyond
the number of layers, and the internal structure of the layer itself has been
specialized. In the following subsections, we describe some architectures -
such as recurrent neural networks and transformers - used for natural lan-
guage processing and information extraction.

2.1.2 Recurrent Neural Networks

In this research, we are working with unstructured data, especially text. A
characteristic of text is that the data points form strongly correlated se-
guences. We should not consider the inputs as independent variables, as we
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have done in the learning framework presented in the last subsection. In the
text, rules of syntax and grammar constrain the sequences of words.

In the early '80s, John Hop eld developed one of the rst recurrent net-
works, the Hop eld Network[103]. Recurrent neural network (RNN) is a class
of deep learning architecture that deals with sequential data. They use iter-
ative loops to store information. In the training process, recurrent networks
learn which information to store and which to ignore, then recognize sequen-
tial patterns in the presence of noise. The idea behind recurrent networks is
to share parameters across di erent model parts. So, we use the same func-
tions and parameters to learn and predict all time steps. This characteristic
improves the generalization in unseen sequences (Figure 5).

Figure 5. Each node represents the state at some tinhgand the function g
mapst to t + 1, using the same parameters for all time steps[37].

In a parametric model that stores information, we would like i) to store
information for an arbitrary duration, ii) to resist noise, and iii) to have train-
able parameters[20]. We can divide the components of a recurrent network
into three computation blocks:

" input to hidden state;
" previous hidden state to the next hidden state;

" hidden state to output.

Despite promising results in short sequences, researchers faced obsta-
cles in training long sequences. Bengio, Simard, and Frasconi presented a
study about the di culty of gradient-based learning methods training long
sequences. A recurrent network can keep information for a period but not
inde nitely. The gradients gradually become small, and the adjustment of
the weights becomes increasingly di cult. This phenomenon became known
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as the vanishing gradient. Although it is a typical problem of recurrent
networks, it also happens in deep feedforward architectures[20].

In 1997, Sepp Hochreiter and Jsrgen Schmidhuber developed a recur-
rent architecture that could learn long-term steps to surpass the vanishing
gradient barrier. They called it Long-Short Term Memory (LSTM), an ar-
chitecture composed of special multiplicative gate units that learn to open
or close the passage for the error ow. These units learn to forget - truncate
the gradients - or retain memory through several timesteps[101]. The LSTM
cells are the building block of the long-short-term memory architecture. In-
stead of applying element-wise nonlinearity, the LSTM cell is a system of
parameters and gating units that control the information ow. The primary
substructures are the state units and the self-looping[57].

In 2014, Cho et al. proposed the Gated Recurrent Unit (GRU), a sim-
pler recurrent network with similar characteristics to the Long-Short Term
Memory[41]. GRU also has gating units that control the information ow
but with only one memory cell.

The main di erence between LSTM and GRU, compared with traditional
recurrent networks, is the additive component of their update (Figura 1).
Traditional recurrent architectures replace their activation with results of
the preview hidden state. LSTM and GRU add new content on top of the
existing content, so what was learned is not overwritten, and it is easier to
remember the existence of any feature. In both architectures, the gating
units create shortcut paths that jump multiple timesteps. These shortcuts
enable the ability to learn long sequences[44].

2.1.3 Attention Mechanism and Transformers

Long-Short Term Memory (LSTM) and Gated Recurrent Units (GRU) have
successfully handled sequences in deep learning. However, in some cases, they
have faced di culties in processing long sequences. As a result, researchers
have continued to improve deep learning architectures. Graphics Processing
Units (GPU) ! are widely used in machine learning tasks because they speed
up training and inference activities. However, GPUs mainly deal with parallel
programming, which is not the case with recurrent networks.

LGraphics processing units (GPU) are electronic circuits designed for rapid image pro-
cessing and graphic rendering. They have proved to be a powerful tool for matrix multi-
plication, an essential operation in deep learning architectures.
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Figure 6: (a) Long-Short Term Memory (LSTM) -i, f, and o are the input,
forget, and output gates,c-and ¢ denote the memory cell and the new mem-
ory cell content. (b) Gated Recurrent Units (GRU) -r and z are the reset
and update gatesh and h are activation and the candidate activation.[44].

Bahdanau, Cho, and Bengio[15] proposed the Attention mechanism to
deal with these issues. This new unit gives each input element a relative im-
portance weight. The attention weight vector allows to work with sequences
of di erent sizes, and each time step is independent, so they can be parallelly
computed using a GPU.

The authors applied the attention mechanism for the rst time in the
context of sequence-to-sequence tasks. In this task, we have a sequence as
input, and the target is another sequence. A prominent example is machine
translation; we enter a sequence of words in a language, and the output is a
sequence of words in another language.

The recurrent network approach for the sequence-to-sequence problem
used a model called encoder-decoder. This model uses two recurrent net-
works: one to encode the input sequence in a xed-length vector, then the
decoding network uses this vector to generate the output sequence. The
encoder-decoder model learns \the conditional distribution over a variable-
length sequence conditioned on yet another variable-length sequence"[41]
(Figure 7).

27



Figure 7: The Encoder-Decoder model reads an input sentence \ABC" and
produces \WXYZ" as the output sentence. The model stops making predic-
tions after outputting the end-of-sentence token{ EOS > )[213].

A potential problem in the encoder-decoder model is that all information
should be compressed in a xed-length vector. The performance of this
kind of model deteriorates when the size of the input sentence grows. The
attention mechanism comes to solve this problem. It learns to align and
translate the sequences at the same time. For each word translated, the
model searches a set of positions where relevant information concentrates
and predicts the target word based on the context vector of that position
and the preview predicted words (Figure 8).

Figure 8: lllustration of attention mechanism on Encoder-Decoder model[15].
The weights j is computed by
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i = PTeX“—aj) (14)
kil eXIO(ak)
where Ty is the size of the inputX, and e; = a(s; 1;h;) is an alignment
model. In e ect, the alignment model is a feedforward network, so it is
trained together with all architecture parameters. Finally, the context vector
used to predict the next state is

G = ij hj (15)
Bahdanau, Cho, and Bengio gave us the intuition behind this mechanism:

\Intuitively, this implements a mechanism of attention in the de-
coder. The decoder decides parts of the source sentence to pay
attention to. By letting the decoder have an attention mecha-
nism, we relieve the encoder from the burden of having to encode
all information in the source sentence into a xed-length vector.
With this new approach the information can be spread through-
out the sequence of annotations, which can be selectively retrieved
by the decoder accordingly."[15]

The attention mechanism became popular quickly. A natural evolution
was to stack attention layers one on the other. Yang et al., for example,
used attention layers to encode long documents[236]. First, they encode the
sequences at the word level and then encode the sentences (Figure 9).
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Figure 9: Hierarchical Attention Network.[236]

Nevertheless, the climax happened with the Transformer architecture.
The Transformer model computes the representation only using attention,
without the recurrent layers. Vaswani et al.[225] presented the self-attention
mechanism in the suggestive paper, \Attention is All You Need". Unlike
recurrent networks, self-attention encodes the position as a vector, so it is
possible to parallelize the computation. Therefore, with enough data and
GPU, it is possible to train models with millions or billions of parameters.
Transformer architecture is behind most of the state-of-the-art models in
natural language processing.

The transformer model also has an encoder and a decoder part. Each
part is composed of stacked self-attention, fully connected, and normalization
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layers. Vaswani et al. used an architecture with six identical structures in
the encoder and six in the decoder. (Figure 10).

Figure 10: The transformer model architecture.[225]

The multi-head self-attention receives the input of the previous layer. In
the case of the rst layer, the input is the embeddings of each word con-
catenated with the position vector. For each input, it is generated three
vectors: Q (\query"), K (\key"), and V (\valor"). These vectors are useful
abstractions that help calculation (Figure 11). The self-attention is given by

. KT
Attention (Q; K; V') = softmax Sd: \Y, (16)
K
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Figure 11: (left) Scaled Dot-Product Attention. (right) Multi-Head Atten-
tion consists of several attention layers running in parallel[225].

So far, we have presented the learning process and some deep learning
architecture, speci cally recurrent neural networks, the attention mechanism,
and transformer architecture. In the next section, we introduce the concept
of knowledge graphs and semantic web technologies.

2.2 Knowledge Graphs and Semantic Web Technology

Communication is primarily made through verbal conversation, augmented
by facial expressions, body language, and contextual knowledge. While it
is common for friends to exchange information at a glance, the same does
not happen for machines. We need to transmit information to computers
precisely and unambiguously. Therefore, representing human knowledge in
a format suitable for computers is a eld of research in arti cial intelligence
that develops knowledge representations.

A knowledge graph is a way of representing knowledge that has become
popular since search engines like Googland Bing® introduced their own
knowledge graphs. These graphs organize human knowledge into a network

2www.blog.google/products/search/about-knowledge-graph-and-knowledge-pa
nels/

3www.blogs.bing.com/search-quality-insights/2017-07/bring-rich-knowledg
e-of-people-places-things-and-local-businesses-to-your-apps
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of entities - which can be either abstract concepts or real-world objects - and
their relationships. According to Paulheim[169], there are some characteris-
tics that a knowledge graph should have:

1. A knowledge graph typically describes real-world entities and their in-
terrelationships in a graph;

2. It de nes possible classes and relationships of entities in a schema;
3. It also allows for the interrelation of arbitrary entities with each other;

4. A knowledge graph covers various topical domains.

The expression knowledge graph has been used to enforce the graph struc-
ture (Figure 12). Otherwise, when one uses the term knowledge base, it refers
to formal semantics and inferences over facts (Figure 13). Nodes represent ab-
stract concepts and their instances in a knowledge graph and subjects/objects
in a knowledge base. In addition, relations between concepts and instances
are the links in a graph and predicates on a knowledge base.

Figure 12: Concepts, instances and their relations in a knowledge graph.

[109]
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Figure 13: Factual triples in a knowledge base.[109]

A network of concepts, instances, and their relationships is a powerful
way to model knowledge. One of the rst attempts to represent human
knowledge as a network was the Semantic Nets developed by Richens in
1956 in the paper \Preprogramming for mechanical translation"[184]. He
wrote that when we remove all the structural peculiarities of the languages,
what is left are the \naked ideas" or a \semantic net". The semantic net
represents \what is invariant during translation".

In 1974, Marvin Minsk compiled several ideas about semantic networks
in the paper \A Framework for Representing Knowledge"[151]. In his theory,
when a person nds a new situation, he selects from his memory a knowledge
framework that stereotypes this situation. For example, when someone enters
a living room, there is a set of information one expects to nd in this situation.
Minsk called this knowledge framework only by Frame.

\We can think of a frame as a network of nodes and relations. The
\top levels" of a frame are xed, and represent things that are
always true about the supposed situation. The lower levels have
many terminals { \slots" that must be lled by speci c instances

or data."[151]

In this period, knowledge bases strongly supported arti cial intelligence
research. In the \Logical Foundations of Arti cial Intelligence"[84], Gene-
sereth and Nilsson stated the advantages of splitting the knowledge represen-
tation from the computer code. In a matrix-inverting program, for example,
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the knowledge of how to invert a matrix and the execution commands are
mixed. It is called procedural knowledge. Alternatively, declarative knowl-
edge detaches knowledge from code in a separate database (knowledge rep-
resentation).

In the '90s, Tim Bernes-Lee developed the protocols to create a network
of academic computers that became the World Wide Web (WWW). Even
in the early years of the Web, Bernes-Lee already proposed that the data
should be semantically enriched. He presented his vision of a Semantic Web
in an article in the Scienti c America magazine[24]. For him, the Web could
become semantic if we use information with well-de ning meaning, enabling
computers and people to work together.

Semantic means meaning. Moreover, meaning enables better use of the
data. Therefore, the Semantic Web is \a web of data described and linked
in ways to establish context or semantics that adhere to de ned grammar
and language constructs"[96]. A Semantic Web should provide structured
collections of information and sets of rules of inference. Thus, the challenge
was to develop a language to express both data and rules for reasoning. It
improves the value of information on the Web, adding characteristics such
as machine readability, easy information integration, information inference,
unique naming, and rich representations. The Semantic Web Technologies
is a set of fundamental internet technologies that support this view (Figure
14).

We highlight three technologies: eXtensible Markup Language (XML),
the Resource Description Framework (RDF), and ontologies. XML is a pop-
ular markup language used for information exchange. Software and programs
can freely use the tags, allowing exible solutions. Therefore, XML users can
build documents with arbitrary structures, but the tags say nothing about
meaning.

RDF aims to express the meaning through a set of triples that can be
written using XML. RDF triples are in the form of subject-verb-object. Uni-
versal Resource Identi er (URI) identi es the subjects, objects, and prop-
erties (verbs). Shared URIs allow users to express the same meaning for
the same resources. For example, someone who wants to represent addresses
could use ZIP codes as URI. As a result, every program that uses the ZIP
code as URI will share the same meaning for the same resources. The RDF
syntax already has a shared vocabulary, but users should use other shared
URIs when referring to resources in speci ¢ domains.

Finally, one of the most critical components of the Web Semantic tech-
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Figure 14: Semantic Web fundamental technologies. [96]

nologies is the ontologies. Ontologies formally de ne relations and inferences
rules among subjects, objects, and properties expressed on the triples. In
the following sections, we detail what an ontology is, present examples of
ontologies for the oil and gas industry, and introduce ontology learning and
population tasks. Firstly, we detail two mathematical concepts behind Se-
mantic Technologies in the next section: Graph Theory and Description
Logic.

2.2.1 Graph Theory and Description Logic

In this section, we present two main disciplines that support Semantic Web
Technologies. Let us begin with Graph Theory.

Since semantic nets, researchers have represented knowledge as a network
of concepts and their relationships. They borrowed the mathematical formal-
ism from Network Science and Graph Theory to deal with this knowledge
representation. Network science evolved to deal with complex systems, that
is, systems with multiple components that interact, resulting in a behavior
that is more than the sum of their parts.
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Network Science found that similar network architecture emerges from
complex systems in distinct domains from science, nature, and technology.
Therefore, we can understand the general principles shared by di erent net-
works. Graph Theory is the mathematical formalism used to study these
complex systems[16].

We can trace the roots of Graph Theory back to 1735 when Leonard Euler
solved the Kenigsberg bridge problem. The Eastern Prussia capital had a
river with an island connected by seven bridges. A popular puzzle in the
city was to nd a way to cross all bridges without crossing any bridge twice.
Euler modeled a problem as a graph for the rst time and proved that the
puzzle had no solution[16].

Graph Theory studies some properties or characteristics observed in the
graphs. We list some of them:

N

Directed or undirected graph - If the links between the nodes have a
speci ¢ direction, it is a directed graph; otherwise, it is an undirected
graph.

Simple or Multigraph - Simple graphs allow only one link between two
nodes. In multigraph, we can nd multiple links between two nodes.

Unweighted or weighted graph - We can represent the presence or ab-
sence of links in a binary way (unweighted graph) or assign a weight
to the links (weighted graphs). We can model a network with mul-
tiple links between two nodes as a multigraph or a weighted graph,
depending on the situation.

Self-loop - In some graphs, we want to model an interaction of a node
with itself; in these cases, we use a self-loop link.

Complete graph - It is a graph in which all nodes connect to each other.
This kind of graph is also known as Clique.

Graph Theory was essential in developing the World Wide Web and Se-
mantic Web Technologies. Another tool in the mathematical toolbox that
enhances the inference power of the Semantic Web is logic. Knowledge mod-
eling approaches can be divided into logic-based and non-logic-based repre-
sentations. Examples of the non-logic approach include Semantic Nets and
Frames[160].
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We can also represent knowledge using First-Order Logic (FOL). It allows
representing objects and concepts using predicates, functions, variables, and
logical connectives. Description Logic (DL) is a family of First-Order Logic
that is well suited to describe facts about concepts and relations. Itis less ex-
pressive than First-Order Logic but has better computational and reasoning
properties. As a result, it is used in formal ontology languages[158].

Firstly, the studies on Description Logic are known as Terminological Sys-
tems because they formalize the terminology of a domain. Afterward, the re-
searchers became more concerned with developing the sets of concept-forming
constructs, so the area received the name Concept Languages. Nowadays,
the term Description Logic became popular when attention turned to the
description of the properties of the logical system[160].

Description Logic uses all logic formalism from Set Theory and de nes
classes as sets of individuals and relations (or roles) as sets of pairs of indi-
viduals. As well as semantic nets, knowledge is represented as a graph, but
logical axioms allow inference of new information.

An essential relation in Description Logic is the IS-A. This relation de nes
a hierarchy (or taxonomy) of all elements, classes, subclasses, and individuals.
The IS-A relation states that if we de ne a property for a specic class, all
subclasses and individuals below this class inherit the same property. So,
if a knowledge base has a triple asserting some property for a class, we can
build a reasoning procedure that adds the same property for all subclasses
and individuals below this class. Beyond IS-A, Description Logic enables
other inference rules and relations, such as grouping, materialization, and
part-whole aggregation.

Typically, we divide a Description Logic knowledge base into two compo-
nents, TBox and ABox. The TBox component comprises general concepts
and properties - the general knowledge of the modeled domain - and ABox
represents facts and assertions of the individuals. The \T" from TBox refers
to T axonomy orT erminology; moreover, the \A" on ABox relates toA sserts.

TBox tasks include classifying new concepts and identifying their correct
position in the taxonomic tree. On the other hand, an example of a task
for the ABox components is instance checking, which involves verifying if a
speci ¢ individual belongs to a particular class or inherits certain properties.

The level of detail needed to represent knowledge and the inference rules
required for reasoning depend on the application's specic requirements.
Brachman and Levesque have presented a trade-o between the expressive-
ness of the representation language and the computational cost of reasoning
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using a Computer Science perspective. They have introduced two main con-
cepts[32]:

" \E ciency of reasoning" over knowledge structures can be studied us-
ing the tools of computational complexity theory;

" Dierent combinations of constructs can give rise to languages with
di erent computational properties.

Developing a knowledge-based system involves a precise characterization
of a knowledge base and a clear speci cation of the reasoning services pro-
vided by the system. The Semantic Web relies on Graph Theory and De-
scription Logic, and ontology is one of the central technologies. That is the
subject of the following section.

2.2.2 Ontology

Ontology is a discipline of philosophy that deals with the nature and struc-
ture of \reality"; the term ontology comes from the Greek\onto" (being)
and \logia" (talking). Aristotle de ned ontology as the study of attributes
that belong to things because of their nature. However, in Computer Sci-
ence, ontology is a \special kind of information object” or computational
artifact[211]. A pragmatic de nition of ontology is:

\Computational ontologies are a means to formally model the
structure of a system, for example, the relevant entities and re-
lations that emerge from its observation, and which are useful to
our purposes.[211]"

In addition to glossaries, dictionaries, and thesauri, ontologies establish
a shared understanding of fundamental concepts in a particular eld. How-
ever, they go beyond including machine-interpretable de nitions and allow
interchangeable knowledge among di erent people and software applications.
We generally denominate these artifacts as knowledge organization systems
(KOS). They can perform various essential functions such as word disam-
biguation, identify synonyms, and present properties and features of con-
cepts. Knowledge organization systems encompass an extensive range of
structures (Figure 15) and are divided into the following categories[123]:

" Lists of terms (lists, dictionaries, and glossaries)

39



" Metadata models (lists of o cial terms, directory schema)

" Classi cation and categorization (subject headings, categorization schemes,

taxonomies, classi cation schemes)

~ Relationship models (thesaurus, semantic networks, ontologies).

Figure 15: Knowledge Organization Systems continuutadapted from[224].

The range of discourse of communication in natural language can be ar-
bitrarily large. Therefore, knowledge organization systems, such as ontolo-
gies, help to specify a domain when performing natural language processing
tasks. Communication has two aspects: syntax and semantics. The syntax
is the means of sharing information, while semantics is the meaning of the
information. The World Wide Web Consortium (W3C) chose the Resource
Description Framework (RDF) as the o cial language to represent knowl-
edge in a Semantic Web. However, RDF deals with the syntax of how to
represent knowledge in a graph format but says nothing about the meaning
of the concepts in the graph[96].

A broad community should share the same meaning of concepts and re-
lations present in the RDF graph to achieve a semantic representation. For
that reason, W3C provided the RDF Schema (RDFS) as an o cial vocabu-
lary to represent knowledge. Consequently, all applications using the W3C
standards have the same understanding of what they have modeled and can

3EDI - Electronic data interchange

XML - Extensible Markup Language

DTDs - Document Type De nitions

UML - Uni ed Modeling Language

STEP - STandard for the Exchange of Product model data
OKBC - Open Knowledge Base Connectivity

OWL DL - Web Ontology Language - Description Logic
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easily exchange information. RDF Schema is not a vocabulary for specic
domains, and some applications demand more expressivity in their knowl-
edge representation. Thus, Ontology Web Language (OWL) is the standard
that allows an extension of the vocabulary and logical assumptions beyond
those present in the RDF Schema. Sharing a common ontology improves data
interoperability and integration for domain-speci ¢ applications and tools.

Frequently, ontology modeling follows the same division as the TBox and
ABox in Description Logics. Firstly, the ontology engineer de nes classes,
subclasses, and their properties, then populates them with facts about the
individuals. Nonetheless, the OWL le does not clearly distinguish ontology
from the described data. So, it is part of the engineering process to de ne
how and where to store the factual triples in a way that suits the intended
application.

OWL le, as well as RDF, stores information on triples (resource-property-
resource). The main elements of OWL are:

A

Header - Describe and de ne what was modeled and point to other
ontologies from which we borrowed some concepts.

Classes - Set of resources.
Individuals - Any resource that is a member of at least one class.

Properties - Relations used to describe a resource, including logical
axioms.

Annotation - properties that add nonsemantic descriptive information
to the resources.

Inference rules rely on two assumptions to draw valid conclusions when
dealing with information spread on the Web[96]. The rst assumption is
the open-world assumption, meaning that a fact is considered false only if
explicitly stated as such in the database. In other words, if a fact is not
present in the set of triples, we cannot determine whether it is true or false.
For instance, if we have a list of client names, most systems follow a close-
world perspective and assume that a name not on the list does not belong
to a client. On the other hand, an open-world system does not make any
assumptions about this name, and it remains open to new lists of clients
while maintaining the validity of previous inferences.
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The second is the unique name assumption, which states that we can-
not say that two resources (individual, classes, or properties) with di erent
Unique Resource Identi ers (URI) are not the same - unless this is stated
explicitly in the database. So, if we receive two clients' lists with di erent
URIs, we cannot say whether they are distinct people or distinct sources
produced two lists from the same clients.

This thesis deals with documents of interest to the oil and gas industry,
speci cally in the geoscience and geoengineering domains. So, in the next
section, we discuss the knowledge organization systems developed for this
purpose.

2.2.3 Knowledge organization system for the oil and gas industry

Lists of terms, glossaries, dictionaries, taxonomies, and ontologies help to
consolidate the terminology of a domain and play an important role in natural
language processing tasks. The oil and gas industry has developed some
knowledge organization systems (KOS) that can be helpful.

The oil and gas supplier Schlumberger published a glossary for oil elds[193].
It presented de nitions for crucial activities in oil production and added il-
lustrations to complement some of their explanatiorfs Another signi cant
dictionary is the Diciorario do Petoleo (Petroleum Dictionary)[73]. It is a
Portuguese-English dictionary with a glossary and a list of acronyms from
the oil industry.

We also highlighted two thesauri for oil and gas, the Petroleum Ab-
stracts[3] and GeMPet. The University of Tulsa has developed the Petroleum
Abstracts Thesauri since the 1960s, and it became a reference to controlled
vocabulary in the industry. It uses the Simple Knowledge Organization Sys-
tem (SKOS)® codi cation. Moreover, the Australian government developed
the Geoscience, Mineral, and Petroleum Thesaurus (GeMPet). It is not ex-
clusively for the oil industry but also embraces the mining sector, focusing
on geoscienti ¢ subjects. As well as the Petroleum Abstracts, GeMPet uses
SKOS codi cation.

Douglas Lenat started the long-term project Cyc in 1984 following the
idea that declarative knowledge should be developed only once. The project
aimed to build a comprehensive ontology and knowledge base of real-world

4www.glossary.oilfield.slb.com/
Swww.dmp.wa.gov.au/Geoscience-Thesaurus-GeMPet-1564.aspx
Swww.w3.0rg/2004/02/skos/
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facts. As part of the knowledge base, they implemented heuristics and meth-
ods for reasoning over the ontology[124].

Several initiatives have built ontologies for a wide range of purposes. The
top ontologies de ne concepts and relations present in all knowledge areas.
The core and domain ontologies detail the knowledge shared by a specic
eld. Finally, an application ontology is built for a speci c use. Examples
of top ontologies are Basic Formal Ontology (BFO), Uni ed Foundational
Ontology (UFQO)8, Suggested Upper Merged Ontology (SUM®) Descriptive
Ontology for Linguistic and Cognitive Engineering (DOLCE}°, Business Ob-
ject Reference Ontology (BOROY., and General Formal Ontology (GFO¥>.

Barry Smith and Pierre Grenon have developed the Basic Formal On-
tology (BFO) since 2002[204]. It is a small, upper-level ontology without
physical, chemical, biological, or other domain-speci ¢ terms. BFO has sup-
ported more than 250 initiatives. In 2020, Garcia et al.[80] developed the
GeoCore, a core ontology for the Geology eld resting on the Basic Formal
Ontology (BFO). These two ontologies have been the foundation for some
ontology-based oil and gas applications.

GeoCore allows geoscientists to model a geological object separately from
its substance, boundaries, and the internal arrangement of the matter inside
it. The modeler can also describe the existentially dependent qualities of a
geological object and the processes that generated it in a particular geolog-
ical period. The BFO and GeoCore form the backbone for more complex
geological concepts and the basis for domain and application ontologies.

https://basic-formal-ontology.org/

8https://ontouml.readthedocs.io/en/latest/intro/ufo.html

Swww.ontologyportal.org/
Owww.loa.istc.cnr.it/dolce/overview.html
Lwww.borosolutions.net/boro-foundation-enterprise-ontology
12\yww.onto-med.de/ontologies/gfo/
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Figure 16: The BFO 2.0 \is a" Hierarchy[204]

Figure 17: The BFO 2.0 relations
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Figure 18: Geocore overview and subsumption relationships[30]

Figure 19: A Geological Object can be decomposed into several elements.
Object (O) consists of three layers, and each layer relates through Geological
Contacts and is constituted by an instance of Rock[30].
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Figure 20: Relationships provided by GeoCore and BFO between the entities
related to a Geological Object[30].

One of the objectives of ontologies is to establish a common knowledge
framework within a community. Consistency among ontologies in a particular
domain is crucial for achieving this objective. Here are some examples of
applied ontologies in geoscience.

A

GeoReservoir: An Ontology for Deep-marine Depositional System De-
scription.[45]

A spatial relation ontology for deep-water depositional system descrip-
tion in Geology.[46]

How do specialists express risks: an applied ontology for the oil & gas
domain.[199]

A Knowledge Organization System for Image Classi cation and Re-
trieval in Petroleum Exploration Domain.[1]

Some ontologies are not speci ¢ to oil and gas applications but are from
correlated areas, for example:

A

Semantic Web for Earth and Environment Technology Ontology.[152]
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" Introducing the Open Energy Ontology: Enhancing data interpretation
and interfacing in energy systems analysis.[31]

" Geospatial Ontology Development and Semantic Analytics.[34]
" Downhole failures revealed through ontology engineering.[201]

Finally, we list some papers that analyzed the oil and gas industry from
an ontological perspective:

" On the importance of truly ontological distinctions for ontology repre-
sentation languages: An industrial case study in the domain of oil and

gas.[91]

" What Geologists Talk About: Towards a Frequency-Based Ontological
Analysis of Petroleum Domain Terms.[S81]

" Research on Quality Assessment Model of Big Data in Petroleum Field
Based Ontology and Linked Data.[238]

2.2.4 Ontology learning and ontology population

In the preview sections, we present the e orts to represent knowledge in a
machine-readable format in a way that a broad community shares the same
meaning. Developing a knowledge representation or an ontology is costly,
and this problem is known as the knowledge acquisition bottleneck[47]. The
most common method for building ontology is to join domain specialists and
ontology engineers in several sessions of interviews to describe the concepts,
relations, and attributes. These sessions can be endless, and the opinions of
the few interviewees can bias the result.

Automatically gathering information from data is a desirable approach
to overcoming the acquisition bottleneck. This procedure can reduce the
demand for domain specialists and the cost of developing an ontology. On-
tology learning consists of collecting a domain model from data that contains
rich domain information[139]. This data can be relational databases, tabular
structures, or semi-structured sources such as HTML web pages and XML
documents. We can also learn from textual resources.

Cimiano highlighted three periods for knowledge acquisition from texts[47]:

" Substantial research in the '80s and '90s to extract knowledge from
machine-readable dictionaries.
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" Publication of the book Explorations in Automatic Thesaurus Con-
struction[38].

" Publication of the book Ontology Learning for the Semantic Web[140].

When someone writes a text, they have a conceptualization of the world
and the domain they are writing about. Authors who write about the same
domain share similar conceptualizations. Communication in natural lan-
guage comprises explicit information but also implicit knowledge shared by
senders and receivers|including basic domain concepts and semantics. In
this sense, learning ontologies from text is a reverse engineering task in which
we try to rebuild the community's implicit shared conceptualization from
what is expressed in natural language.

An ontology learning procedure has two basic foundations: an ontology
structure and a text collection. The initial ontology can be an almost empty
structure or populated with classes, individuals, and relations. This initial
ontology will represent part of the community's common knowledge. We refer
to the task of nding new classes, subclasses, individuals, and relations in the
text as an ontology population. Otherwise, when the ontology is complete,
and we connect the terms of text to an ontological concept, we refer to this
task as entity linking, knowledge markup, or annotation. In extreme cases,
initial ontology does not exist; all is learned from the text collection.

We can split the procedure of building an ontology into small subtasks,
and an ontology learning system will try to perform one or more of these
tasks automatically. The ontology learning layer cake (Figure 21) shows the
tasks ordered by complexity level.
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Figure 21: Ontology learning layer cake[47]

This section shows how to represent human knowledge in formats suitable
for machines, the knowledge organization systems (KOS) developed for the
oil industry, and the tasks of learning ontologies from textual documents.
We saw that natural language in written format is one of the sources of
information to populate a knowledge graph. Thus, in the next section, we
present how to use machine learning techniques to process language.

2.3 Natural language processing

Natural language processing (NLP) encompasses a set of computational tech-
niques that aim to provide algorithms the ability to analyze human language
automatically. Over the last decades, computational linguistics has made
impressive progress, mainly due to the large availability of textual resources,
language research advances, computational power improvements, and the
development of new successful machine learning methods. Academia and
industry have applied these techniques in several downstream tasks, such as
text classi cation, information retrieval, named entities recognition, informa-
tion extraction, knowledge graph completion, machine translation, and many
others.
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There are numerous examples in the history of science about the in-
tersection of mathematics and linguistics. For example, in 1913, Andrey
Markov[142] studied sequences of letters from the Russian novel \Eugene
Onegin". Later, his model became known as Markov Chain and is widely
used in mathematical modeling. A few decades later, Claude Shannon[198]
applied the concepts of his new Information Theory and calculated the en-
tropy of the English language.

Despite the di culty of choosing a single fact as the starting point of
natural language processing, a key event was the publication of \Computing
Machinery and Intelligence" by Alan Turing[220]. During World War I,
Turing led the British scientist team that broke the cryptography of Nazi
Germany's messages. A few years after the war, he described the \Imitation
Game", a test to verify if a machine can think. He started the paper with
the sentences

\I PROPOSE to consider the question, "Can machines think?'
This should begin with de nitions of the meaning of the terms
“machine’ and “think'."

The \Imitation Game" also became known as the Turing test. It is a
guestion-and-answer test performed in natural language, where a human
evaluator should discover if the answers are given by another human or by a
machine. In other words, an intelligent machine should process and generate
natural language in an indistinguishable way from a human.

Alan Turing spread the idea of thinking machines beyond the science com-
munity. The Turing test appeared in several science ction novels, movies,
and other pop culture works. For example, Philip K. Dick introduced in his
science ction book \Do Androids Dream of Electric Sheep?"[67] a ctional
Turing test - the Voight-Kamp test - as a form to identify androids. The
book was adapted to the cinema and became the acclaimed movie \Blade
Runner"[195]. In 2014, the main plot of the \Ex-Machina"[83] Im was an
extreme Turing test, and in the same year, the cine biography from Alan
Turing got the title \Imitation Game"[222].

The rst applications in natural language processing followed a ruled-
based approach. Daniel G. Bobrow launched a question-and-answer system
in 1964[28]. His system, STUDENT, aimed to understand a subset of English.
Two years later, Joseph Weizenbaum published ELIZA[232], considered the
rst chatbot.
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Deep learning shook several research areas in the 2000s and 2010s, and
computing linguistics was one of the most a ected. Software using natu-
ral languages transcended university laboratories and arrived at commercial
products. Nowadays, many examples include search engines, chatbots, vir-
tual assistants, autocomplete keyboards, automatic translation, and recom-
mendation systems. A milestone in arti cial intelligence development hap-
pened in 2011 when Watson, IBM's question and answer (Q&A) system,
beat two human champions in the game show Jeopardy![74]. People started
to ask if we could build a machine that passes the Turing test Since then,
we have seen many applications that overtook human skills in speci c tasks
performed in natural languagé*, and the launch of ChatGPT in 2022, a hy-
perrealist chatbot that put Natural Language Processing at the center of the
public conversation.

2.3.1 Corpora

Machine learning algorithms rely on high-quality data to enable their e ec-
tive training. For natural language processing algorithms, training datasets
are composed of collections of documents in textual format, called corpus (or
corpora in the plural form). Depending on its target, a corpus can have dif-
ferent characteristics, such as monolingual or multilingual, transcripts from
everyday spoken language, or technical texts from a speci c knowledge do-
main. Corpora are curated collections, and the selection of a corpus depends
on the intended use and tasks[147].

\Corpus Linguistics deals with the collection and exploration of
corpora, or sets of textual linguistic data that have been judi-
ciously collected to serve for the research of a language or lin-
guistic variety. As such, it is dedicated to exploring the language
through empirical evidence extracted by computer.[192]"

We can classify Corpora according to their content, metadata, multime-
dia presence, and relationship to other corpora. We can classify corpora as
follows[53]:

" Monolingual corpus { is composed of texts in only one language.

Bhttps://www.youtube.com/watch?v=bfLdgDYjC6A
Mwww.linkedin.com/pulse/5-charts-showing-large-ai-model-progress-vs-human-
benchmarks-hall/
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Parallel corpus { consists of two monolingual corpora in di erent lan-
guages, one of which is the translation of the other.

Multilingual corpus { similar to the parallel corpus, it is composed
of corpora in several languages, but they are not translations of each
other.

Comparable corpora { consists of two or more monolingual corpora
whose texts are related to the same topic.

Learner corpus { is formed by texts produced by people learning a
foreign language.

Diachronic corpus { contains documents from di erent periods.
A corpus also can be classi ed as:

" Specialized { when documents are from a speci ¢ area of knowledge or
domain.

" Multimedia { is formed by texts and enriched with audio, images, and
other multimedia content.

There are some desirable characteristics in a corpus for natural language
processing activities. The total number of words (and vocabulary size) must
be relatively large. A \shallow" corpus may not be able to capture the
linguistic diversity present in the texts. Another important feature is the
date of creation; in general, we desire corpora to have recent documents
(except for diachronic corpora, used for studies of language evolution). For
many applications, a plurality of genres and types of text is also necessary,
avoiding bias from documents from the same source and type. The text
metadata can provide valuable information, especially for supervised learning
tasks. Finally, it is helpful that the corpus is already pre-processed and
cleaned[168].

In this thesis, we have worked with documents from the oil and gas do-
main written in Portuguese. However, most freely available machine learning
models were trained with English general domain corpora. Therefore, cor-
pora in Portuguese and from oil and gas are valuable for our purpose.
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The Interinstitutional Center for Computacional Linguistics (NILC)*® has
several datasets and tools for linguistics and computation needs. We high-
light a set of corpora for training its word embeddings in Portuguese. They
joined 17 corpora written in Brazilian and European Portuguese with docu-
ments from di erent styles. The nal version has 3,8 million documents and
1,3 billion tokens[93].

Two large corpora in Brazilian Portuguese are BlogSet-BR and brwacC.
BlogSet-BR® is a semi-structured large corpus containing author information
extracted from Brazilian Portuguese blogs[191]. It has 2,7 billion tokens from
7,4 million posts. The brwaC’ comprises texts crawled from 3,5 million
pages on 120,000 di erent websites. It has 2,7 billion tokens with tagging
and parsing information[226].

Nooralahzadeh et al.[161] built a domain-specic corpus in English for
oil and gas. They aimed to train a word embedding model and compiled
documents from technical reports and scienti ¢ papers. Their corpus has 8,2
million sentences from 47,423 documents.

Finally, we built the Petrolés, a corpus of oil and gas technical documents
written in Portuguese. Petrolés’ primary sources were the Brazilian Digital
Library of Theses and Dissertations and the Brazilian National Agency of
Petroleum, Natural Gas and Biofuels (ANP). Petrolés has 7.1 million sen-
tences and 146 million tokens[55]. We detail how we built Petrolés in Chapter
3.

2.3.2 Embeddings

Most machine learning models handle text as sequential data. It was a nat-
ural choice once speaking language evolved as sequences of phonemes that
generate sequences of words. Nevertheless, what should be the basic unit to
process natural language for a mathematical purpose? A common choice is
to segment the raw text into words. However, we can express the same con-
cept with di erent numbers of words in distinct languages. For example, we
use two words for \multiword expression” in English, one word in Germany

(\ MehrwortausdrucK’), two in Portuguese (\Expressao multipalavrg), and

four Chinese characters \ Wh %". Furthermore, in some cases, it is inter-
esting to represent subword units, such as word stems, su xes, and pre xes.

Swww.nilc.icme.usp.br/nilc/index.php/tools-and-resources
www.inf.pucrs.br/linatural/wordpress/recursos-e-ferramentas/blogset-br
Ywwwe.inf.ufrgs.br/pln/wiki/index.php?title=BrwacC
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In Natural Language Processing, tokens are the basic units to process
text. The choice of token granularity depends on each speci c task and the
training algorithms. The traditional way to mathematically represent tokens
is using vectors, and the one-hot encoding is straightforward. Considering the
text segmentation (tokenization) at the word level, we represent each word
in the vocabulary as a feature. The one-hot representation of this word is a
sparse vector composed of zeros unless in the word's position. For example, if
our vocabulary starts with the term \alphabet,” the one-hot representation
of this word is a vector with one in the rst position and zeros in all others.

The one-hot representation is easy to understand and implement. How-
ever, the sparse vectors can cause problems because of their high dimension-
ality. Another undesirable attribute of this representation is that all vectors
are equally orthogonal. That is, any token has the same distance from each
other, and they do not represent any sense of similarity between the concepts.

For those reasons, researchers moved from sparse (one-hot) to dense vec-
tors, also known as embeddings. The dense representation maps each token
into a multidimensional vector space. The dimensionality of this space is also
high (50 to 1000 dimensions) but much lower than the size of any vocabu-
lary. Unlike the one-hot vectors, the embeddings have values in all positions
in such a way that each dimension represents a latent feature. So, we can map
that similar tokens have similar values in the same positions of the vectors.
Thus, similar tokens should be near in the vector space.

The distributional hypothesis states that words that occur in the same
position in a sentence tend to have similar meanings. When Harris formulated
this hypothesis, he also wrote that:

\The perennial man in the street believes that when he speaks
he freely puts together whatever elements have the meanings he
intends; but he does so only by choosing members of those classes
that regularly occur together, and in the order in which these
classes occur."[92]

Many researchers have developed algorithms to represent words into dense
vectors based on the distributional hypothesis. The seminal research on
learning distributed vector representations is \Learning representations by
back-propagating errors” by Rumelhart[187]; in 2003, Bengio[21] presented
a neural network-based architecture for a language model using word em-
beddings; and Collobert[52] demonstrated the usage of pre-trained vectors
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applied to natural language processing tasks. More recently, Mikolov[

] introduced Word2Vec, a computationally e cient approach that enabled
scaling the training process to large datasets. Word2Vec gained popularity
and helped establish word embeddings as a fundamental unit in natural lan-
guage processing algorithms.

Figure 22: Two-dimensional PCA projection of vectors of countries and their
capital cities.[148]

Besides mapping words and vectors, the Word2Vec algorithm also popu-
larized vector operation using words. These operations allow nding analo-
gies between words without any speci c training. For example, the Mikolov
original paper[148] found analogies between countries and their capital city
(Figure 22). In our PetroVec embedding model (detailed in Chapter 3), we
found analogies between terms from the oil and gas industry in Portuguese
and English[86] (Figure 23). Finally, a famous paper used word embedding
analogies to nd relations between elements in material science literature
before the scientists indeed discovered them[219].
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Figure 23: Two-dimensional PCA projection of analogies that identify
English-Portuguese translations. We trained th&etroVec embeddings from
the Petrolés without supervised information about translation.[56]

2.3.3 Graph embedding

The success of the mathematical representation of words in a low-dimensional
vector space motivated embedding research in other areas, such as in knowl-
edge graphs. Knowledge graph embedding (KGE) - also known as knowledge
representation learning (KRL), multi-relation learning, or statistical rela-
tional learning - represents entities and relations in a vector space and tries
to capture their semantic meaning. In the same way as word embeddings,
we can use graph embeddings in downstream tasks, such as link prediction
(relation extraction), entity linking (disambiguate entities), knowledge graph
completion, triple classi cation, and entity recognition.

Knowledge graphs store their facts in an RDF structure, and the volume
of information can be increasingly large. These knowledge bases can be
challenging to manipulate in two main aspects: computational e ciency and
data sparsity. Knowledge graph embedding helps to deal with these problems
by increasing dimensionality density and facilitating computation[61].

There are two main approaches to learning graph embeddings. The rst
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approach makes operations between the triplet vectors (head-relation-tail)
and calculates a loss; then, an optimization algorithm iteratively learns the
vectors that minimize the loss function. Examples of this algorithm are the
translation-based (Transk and TransR) and latent factor (DistMult). Algo-
rithms of the second approach explore the neighborhoods of the graph to
build sequences of entities and relations, then use a word embedding algo-
rithm to learn the vectors. Node2vec performs random walks to create a
corpus of entities-relations, and Deep Graph Kernel uses sub-graph kernels
as a corpus.[40]

The embedding approach is suitable for fusing heterogeneous data; thus,
knowledge graph embeddings can codify more information beyond entities
and relations. For example, knowledge graphs can have multiple labels or
synonyms for the same concept, descriptions and de nitions written in raw
text, and images linked to the entities. This information was initially in
di erent data formats and can be codi ed in the same embedding space. Web
Ontology Language (OWL) have more semantic information than entities
and relations. Besides graph structure, OWL presents lexical information
(e.g., labels, de nitions, and comments) and logical constructse(g., class
disjointness, existential and universal quanti cation) for its concepts.

EL Embedding[117] and Quantum Embedding[82] encode the semantic
constructors in the embedding space but do not take into counting lexical in-
formation. Onto2Vec[202] uses the axioms of the ontology to create a corpus
before executing one of the word embedding algorithms, and OPA2Vec[203]
complements the Onto2Vec approach with lexical information.

The OWL2Vec* algorithm[40] complements the OPA2Vec approach with
walks through the RDF graph (generated from an OWL le}2. It also uses
all lexical information and simultaneously trains embeddings for entities, re-
lations, and words. The algorithm has two main steps: extracting and mixing
lexical and logical information to build a corpus and training the vectors us-
ing a word embedding algorithm. OWL2Vec* can train the embeddings from
scratch or initialize with a pre-trained embedding model (Figure 24).

18The World Wide Web Consortium (W3C) chose the Resource Description Framework
(RDF) as the o cial language to represent knowledge and the RDF Schema (RDFS) as
an o cial vocabulary in the Semantic Web. Domain specialists can use the Ontology Web
Language (OWL) for a more expressive knowledge representation. This standard extends
the vocabulary and logical assumptions beyond the RDF Schema.
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Figure 24: The overall framework of OWL2Vec*[40]

2.3.4 Language models

Language models are statistical models that assign a probability distribution
to the next word or character after observing a sequence of words or char-
acters[90]. They are essential for many natural language processing tasks,
such as text classi cation, automatic translation, speech recognition, and
sentiment analysis.

A good illustration of language models is the guessing game suggested by
Claude Shannon. In his game, he provides an English text and asks the player
to guess the following letter. After a su ciently large number of moves, it
would be possible to calculate the empirical distribution of letter frequencies
for the texts in English. At the beginning of sentences, when there is little
previous text to base on, the player would spend more tries until he hits
the correct letter. On the other hand, the more previous text available, the
more assertive the answers were[58]. Empirically, the player hypothesized
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the probability distribution of the following letter by looking at a sequence
of letters.

More formally, a statistical language model is a probability distribution
for all vocabulary words assigned after observing a sequence of characters
or words[90]. Let be a nite vocabulary, and be a set of characters or
words de ned in a subset of . The probability distribution function p of
this language is such that:

X
p(x) =1; and p(x) > 0 for all x 2 a7
X2

In order to create a language model, we need to extract the probability
distribution function from a representative corpus. Until recently, we have
relied on statistical techniques. However, neural language models that utilize
the distributed representations from word embeddings have become increas-
ingly popular. These models can identify similarities in meaning between
two words or sentences.

A new generation of language models has achieved state-of-the-art re-
sults in several downstream applications in recent years. Most have used
transformer architecture based on attention mechanisms[225]. BERT (Bidi-
rectional Encoder Representations from Transformers)[65] became the leader
of the most important benchmark when it was launched. Its repercussions
generated many rami cations and BERT-like models.

Since then, attention mechanism and transformer architecture have be-
come the mainstream for training language models. The number of layers
and parameters increased hugely, and only large tech companies had the
computational power and amount of data for training state-of-the-art mod-
els. At the end of 2022, the academic concept of language models - more
speci cally, Large Language Models (LLM) - became a trend in pop culture
and appeared in the daily news with the launch of ChatGPT.

2.3.5 Named entity recognition and relations extraction

Named entities (or mentioned entities) are essential features in natural lan-
guage processing. The Sixth Message Understanding Conference (MUC-6)
popularized the term in the context of the \Named Entity Recognition and
Classi cation” (NERC) task. They noted that identifying information units

like names and numeric expressions was very helpful for information extrac-
tion (IE)[159]. The most common types of entities present in Named Entity
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Recognition benchmarks are Person, Location, and Organization. Neverthe-
less, we can extract many other entities from the text for specic tasks or
domains.

Often, named entities are proper names, but as Cohen et al.[51] and
Thompson et al.[217] pointed out, proper names are less relevant and infor-
mative in technical domains. It is precisely the speci city of the terminol-
ogy that complicates the annotation process. In recognizing and classifying
named entities, the main challenge lies in de ning what a domain entity is
- that is, recognition. In a study carried out within the scope of the ACE
(Automatic Content Extraction) program, one of the rst joint evaluations
on named entities, a team of experienced annotators achieved agreement of
just 82.8% in the entity identi cation task[143]. For the rst HAREM 1° a
study by Mota[157] found that people agreed on identifying entities around
45% of the time (and 55% considering only proper names). The same study
found that agreement on classifying these entities was just above 70%.

Two main tasks relate to named entities: Named Entity Recognition
(NER) and Relation Extraction (RE). The rst should identify and classify
the entities in the text; the Relation Extraction task aims to predict whether
two entities in the text are linked and classify this relation. Some algorithms
treat both tasks separately, but others tackle them as a joint entity and
relation extraction problem. Entities and their relations are the basic units
of knowledge graphs.

2.3.6 Entity Linking and Clustering

The Named Entity Recognition task identi es and classi es an entity men-
tioned in the text but does not specify what entity it is. That is the goal of
the Entity Linking task. For example, in a text, a NER model can recognize
Pek as an entity of the class Person, and the Entity Linking model says
if the text refers to Edson Arantes do Nascimento (the Brazilian player) or
to the Abedi Pek (the Ghanaian player). Entity Linking is similar to the
Word Disambiguation task, which links an ambiguous word to a well-de ned
concept listed in a lexical database, such as the Wordriét In the Entity
Linking context, a knowledge graph is usually the reference; for that reason,

I HAREM is a joint assessment in recognizing named entities in Portuguese. h{tps:
[Iwww.linguateca.pt/HAREM/ )
20wordnet.princeton.edu/
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this task is essential to knowledge graph population, information extraction
(IE), and natural language understanding (NLU) pipelines.

Some attempts to tackle this task treated it as a classi cation problem
that should classify the target entity as one of the entities on the knowledge
graph. However, the number of classication possibilities could be huge,
which causes poor performance. In their survey, Sevgili et al[196] noted a
general approach: rstly, the entity boundaries are recognized in the text;
then, candidate entities are sampled from the knowledge graph; context and
graph encoders generate vector representations of the mentioned and candi-
date entities; and nally, a rank model produces and compare each candidate
to the mentioned entity (Figure 25).

Figure 25: General Entity Linking Architecture. Adapted from[196]

Clustering, or cluster analysis, involves grouping objects together based
on their proximity or similarity in a speci c sense. As proximity and simi-
larity can vary depending on each use case, many clustering algorithms have
been developed to deal with such cases. Scikit-learn, a popular Python li-
brary for data science and machine learning, presents how di erent clustering
algorithms deal with distinct object distributions (Figure 26).

In the Methods section, we use a density-based clustering approach. This
class of algorithms considers clusters as dense areas separated by low-density
spaces. The Density-Based Spatial Clustering of Applications with Noise
(DBSCAN) uses the concept of core samples with parametensin_sample
and eps A core sample is an object that within its neighborhood (a sphere
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